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Abstract—In several motion control applications, e.g. in precise
pointing devices and navigation systems, an accurate estimate of
the attitude of a device in the world coordinate system is required.
Readily available sensors used to estimate the attitude suffer from
drift, magnetic disturbances, or a lack of information about the
direction of the geodetic north. In this paper, an algorithm which
estimates the attitude of a camera using camera images and a
Digital Surface Model (DSM) referenced by GPS is proposed.
The algorithm uses shape features of a skyline extracted from a
camera image and synthetic skylines rendered from a DSM in
order to estimate the roll and pitch angles, while the yaw angle is
estimated using grid search. The algorithm was evaluated using
roughly 600 camera images captured with varying pitch and yaw
angles. The standard deviations from the ground truth, provided
by a high precision pointing device, are 0.037◦ , 0.015◦ , and 0.018◦
for roll, pitch, and yaw respectively. The results indicate a higher
precision than current camera attitude estimation algorithms
using a DSM, while also providing a robust yaw estimate.

I. I NTRODUCTION
In a number of motion control applications, it is necessary
to have an accurate estimate of the attitude and position of
a device in the world coordinate system in order to navigate
or rotate relative to a point with known world coordinates. A
common solution to the problem of estimating the attitude is to
use an Inertial Measurement Unit (IMU). The IMU commonly
contains accelerometers, gyroscopes, and magnetometers. The
accelerometers are used to estimate the roll and pitch angles
and the magnetometers are used to estimate the yaw angle. The
roll and pitch angles can often be estimated with a sufficient
accuracy, but additional sensors may be needed to capture
the effects of highly dynamic motions. Moreover, the lack
of accuracy in the magnetometer measurements makes the
yaw angle difficult to estimate with the required accuracy [1].
In systems with significant magnetic field noise, e.g. when
electric motors or large iron parts are near the magnetometers,
the error can be very large – 10 or more degrees are not
uncommon.
Cameras, being highly accurate and readily available sensors, are often used to measure the spatial dimensions of
objects when its position and attitude in the world coordinate
system are known. This can also be reversed – if the world position of some points present in the camera image are known,
the camera position and attitude can be calculated. Using

a camera for the purpose of estimating the attitude has its
drawbacks. Most prominent is the requirement that the objects
with known position must be visible in the camera image. This
might not be the case during certain weather conditions such as
fog, or when they are occluded by other objects. The methods
are nonetheless suitable for e.g. calibration of other sensors
due to its high accuracy, or continuous estimation when the
visibility can be assumed to be good.
Using a camera for estimating the attitude can be performed
with several methods, e.g. in order to estimate the attitude
of spacecraft from the known position of stars [1], or using
information about the local terrain represented by a Digital
Surface Model (DSM) in order to estimate the attitude. A DSM
is an elevation map which specifically includes all objects on
the surface, such as vegetation and buildings. A skyline – the
line that separates the sky from the terrain and objects – is
often available in outdoor scenarios, and can be segmented
relatively easy due to the difference in color, illumination, and
texture between the ground and the sky. The skyline can also
be rendered from a DSM, providing info about its position in
the world coordinate system.
Gupta and Brennan [2] uses grid search to match a synthetic
skyline generated from a DSM with a camera image skyline in
order to refine the attitude estimated using IMU data. Using
grid search for three parameters, even with a fast algorithm
such as the proposed Random SAmple Grid Search (RSAGS),
restricts the usage of the algorithm to refining an initial attitude
estimate due to the number of calculations required to search
the parameter space. The accuracy is also not on pair with
recent similar algorithms with σϕ (roll standard deviation) of
0.25◦ , σθ (pitch standard deviation) of 0.13◦ , and σψ (yaw
standard deviation) of 0.40◦ .
Dumble & Gibbens [3] presents an algorithm to estimate
both the attitude and position of a camera in the world
coordinate system. The method matches a camera image
skyline with precalculated synthetic skylines generated from a
DSM. The algorithm performs well with a σϕ of 0.025◦ , σθ of
0.066◦ , and σψ of 0.024◦ . However, the paper only contains
synthetic images to evaluate the performance, so it is difficult
to say how it performs with real world data. Noise from terrain
features, camera imperfections, and rendering of the skyline

profiles might introduce additional errors. Additionally, the
DSM needs to be preprocessed for the algorithm, which takes
up additional storage space.
Grelsson et al. [4] estimates the roll and pitch angle of an
aircraft using a fisheye camera and a DSM. The algorithm
extracts the skyline from a camera image and matches it with
a synthetic skyline generated from a DSM by minimizing
the error between the synethetic skyline and edge pixels of
a region in the camera image. The algorithm shows good
accuracy through experimental data, with a σϕ of 0.035◦ and
σθ of 0.044◦ . The method does however not estimate yaw, and
assumes that the yaw angle is known. The authors showed that
a small error in yaw does not affect the roll and pitch estimates
considerably, and mentions that it is straightforward to modify
the algorithm to estimate the yaw angle as well. However, there
is no experimental data to verify how accurately the algorithm
can estimate the yaw angle, or mentions of how it affects the
execution time.
The mentioned methods are able to estimate the roll and
pitch angles of the camera, and some can also refine or do a
full estimate of the yaw angle. However, none of the methods
have proven to estimate the yaw angle using experimental data
when the initial yaw angle estimate is highly uncertain. In
this paper we present an algorithm to estimate the roll, pitch,
and yaw angles of a camera using a DSM. The algorithm
uses shape features of a skyline extracted from a camera
image and a synthetic skyline rendered from a DSM, together
with geometrical properties of the camera system in order to
estimate the roll and pitch angles. The fast execution time
of the roll and pitch estimation allows for the use of grid
search for robust estimation of the yaw angle. The algorithm
is evaluated in an experiment where about 600 images were
taken using a camera with a 16 megapixel sensor. The camera
was mounted on a PTU (Pan-Tilt Unit) which was rotated in
pitch and yaw, but had a fixed roll angle and position. A DSM
from the Norwegian Mapping Authority (Kartverket) with a
grid resolution of 10 meters was used to render the synthetic
skyline.
This paper is structured as follows: Section II describes the
attitude estimation algorithm. This includes the generation of
the synthetic skyline from the DSM data, the extraction of
the skyline from the camera image, and finally the attitude
estimation. Then the experimental setup is described, including
the hardware and the particular DSM used in the experiment.
Finally the results are presented followed by conclusions,
discussion, and future work.
II. ATTITUDE ESTIMATION ALGORITHM
This section contains details of the different parts of the
attitude estimation algorithm. The different parts are visualized
in the diagram shown in Figure 1.
A. Finding skyline elements in the DSM
The first step of the algorithm is to find which elements in
the DSM represent the skyline for the current camera position.

DSM
Camera position
Find skyline
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in image
Camera skyline
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Fig. 1. Overview of the attitude estimation algorithm. ϕ̂, θ̂, and ψ̂ is the roll,
pitch, and yaw estimate respectively. ϕ̂0 and θ̂0 are the initial guesses for roll
and pitch respectively, which may come from an IMU or the user.

The current position of the camera is generally given as
geographic coordinates (latitude, longitude, and altitude). In
order to find the position of the camera in the DSM, the
geographic coordinates can be converted to the coordinate
system of the DSM (see e.g. Karney [5]). See figure 2 for
an example of a DSM field.

Fig. 2. A sample DSM field. The view is at an angle to show the elevation
difference, which is also indicated by the color change.

Several elevation profiles between the camera position in
the DSM and the edges of the DSM are then generated.
We experimentally determine the used number of elevation
profiles, nlines , as the best compromise between computation
time and skyline accuracy.
In order to find which DSM elements should be included
in the elevation profiles, Bresenham’s line drawing algorithm
[6] is used. The algorithm is used to find the elements
between two points in a grid. In this application, Bresenham’s
algorithm is modified to stop at the end of the DSM grid
rather than a predetermined point, and to step in the direction
cos(αi ), sin(αi ) (north, east) where αi is the angle between

the north direction and the current considered direction with
index i. The algorithm is visualized in Figure 3.
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Fig. 4. The geometry of equation (1), where the elevation of an element in
the DSM relative to the camera is calculated.

E
Fig. 3. Bresenham’s line drawing algorithm as used in the generation of a
synthetic skyline. The line selects the shaded elements, which in turn are used
to generate an elevation profile.

For Bresenham’s algorithm to be applicable for a DSM grid,
the Transverse Mercator projection of the DSM is approximated with a orthogonal projection. This means that Transverse Mercator features such as the scale factor are disregarded
and the size of each element in the DSM grid is regarded as the
same. The error caused by this approximation may be reduced
by selecting a map projection with narrow zone widths. A
common projection is UTM (Universal Transverse Mercator)
which uses a zone width of 6◦ resulting in an error of 400 parts
per million (ppm) at the central meridian of the zone [7], and
no error 180 km west and east of the central meridian. More
narrow projections include the NTM (Norwegian Transverse
Mercator) which uses a zone width of 1◦ resulting in an error
factor of 11 ppm at the central meridian of the zone [8]. An
algorithm for precisely calculating the scale factor for each
element in an Transverse Mercator grid is provided by [9].
Each elevation profile is created for the grid elements
selected by each line in Bresenham’s algorithm. The elevation
in the elevation profile is referred to as the relative elevation,
erelative , and takes into account the curvature of the earth.
The relative altitude for an element in the DSM grid can be
calculated according to equation (1):
rearth + ecamera
+ rearth
(1)
cos γ
where eelement and ecamera are the elevations of the element in
the DSM and the elevation of the camera respectively, rearth
is the radius of the earth at the latitude of the camera, and γ
is the angle between the ground point of the camera and the
ground point of the element. See Figure 4 for a visualization
of the geometry used in equation (1).
Finally, the elements representing the highest relative elevations in the elevation profiles are selected as skyline elements
for each direction αi .
Finding the skyline elements in the DSM takes several
seconds with current hardware. The calculation is therefore
performed in the background in order to update the skyline
elements as often as possible. Which DSM elements are found
to be skyline elements change slowly with the camera position
erelative = eelement −

unless the skyline elements are close to the camera. Exactly
how this affects the results of the algorithm is therefore highly
dependent on the terrain.
B. Finding the skyline in the camera image
A simple method is used for finding the skyline in the
camera image since the focus of this paper is the attitude
estimation algorithm.
The image is first converted to gray-scale and filtered with a
Gaussian filter in order to remove noise. For each pixel column
in the image going from top to the bottom, the first change in
intensity larger than a threshold is considered to be the skyline
pixel in that column. The threshold is manually adjusted in
order to produce the best segmentation. After each skyline
pixel has been found in the image, outliers are removed and
replaced using linear interpolation.
The assumptions made for this method to work is that the
skyline must go from side to side in the image, the contrast
between the sky and the ground must be larger than the noise
intensity after filtering, and the intensity difference between
the disrupting objects such as haze, clouds, and the sun.
C. Generating the synthetic skyline
The pinhole camera model is used to project the DSM
skyline elements from the world coordinates, pworld , to the
image plane coordinates, pimage . The projection from world
coordinates to image plane is given by equation 2 [10].
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where pworld = [xworld , yworld , zworld ]T are the coordinates for
the local tangent plane with xworld (east), zworld (north) centered
at the camera location, and yworld (down) is zero at the sea
level. pimage = [ximage , yimage ]T , K is the intrinsic camera
matrix, c Rw the rotation matrix, and c tw the translation vector
from world coordinates to camera coordinates. The intrinsic
camera matrix K is given by
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where φx and φy is the focal length in pixels in the x and y
direction respectively, s is the skew, and δx and δy is the
central point in the image in pixels. The intrinsic camera
matrix can be obtained either from the specification of the
camera and lens, or from a camera calibration algorithm.
The rotation matrix c Rw and translation vector c tw transform
world coordinates into the camera coordinate system. The
transformation of the camera in relation to the world coordinate system can then be found by the following equations
[11]:
c

c

Rw = (w Rc )T

tw = −c Rw ·

w

(4)
tc

(5)

w

of the Euclidean distance between the pixels in the synthetic
skyline and the corresponding pixels in the camera skyline.
The yaw estimate is found using grid search. The yaw
grid resolution and range can be varied during run-time, e.g.
so the first estimate is global (0◦ to 360◦ ) and subsequent
estimates are local in order to decrease running time of the
algorithm. For each yaw angle in the grid, the roll and pitch
are estimated as described below, and eskyline is calculated.
The yaw angle with the lowest eskyline in the grid is chosen
as the yaw estimate. In order for this to work, the variations
in the terrain need to be larger than the errors produced by
the camera and by the approximations done in the algorithm.
Hence the method needs unique features and is not expected
to work with a flat skyline, e.g. in open waters. Note that the
roll and pitch angles can still be estimated with a flat skyline.
The angle that covers one pixel in a camera system given
in radians per pixel, αpx , can be calculated by


dpx
−1
(8)
αpx = 2 tan
2f

tc represents the camera position in the DSM and the altitude
of the camera. Following the convention of the pinhole camera
model, the x axis points towards the right side of the camera,
the y axis towards the bottom, and the z axis towards the
front. I.e. the orientation of the camera coordinate systems
agree when the camera is positioned flat on the ground at the
sea level pointing north. w tc is given by
w 
xc
w
tc =  w yc 
(6)
w
zc

where dpx is the physical dimension of the pixel in mm, and
f is the focal length in mm. The angle that covers one pixel
describes the angle that a pixel represents in the world, i.e.
if the camera turns a radians, an object movement in the
image can be approximated with a · αpx pixels. Note that this
approximation assumes that the sensor is spherical, introducing
a small deviation when using a real sensor that is flat. The
approximation error decreases as a decreases.
The vertical angle between the mean of the camera image
skyline and the synthetic skyline, θ̂error , is thus given by:

where w zc and w xc are north and east respectively, as obtained
by the algorithm provided by Karney [5], and w yc is down,
which is the same as the negative altitude of the camera.
w
Rc is obtained by multiplying the rotation matrices for roll,
pitch, and yaw. In accordance with the formalism of the axes
previously explained, w Rc is given by equation (7):

θ̂error = αpx · (µsynthetic − µcamera )

w

Rc = Ry (ψ)Rx (θ)Rz (ϕ)

(7)

where ϕ, θ, and ψ are the roll, pitch, and yaw angles of the
camera respectively.
When the DSM skyline elements have been converted to
image coordinates, the points that are outside the image are
removed.
D. Estimating the attitude
When the camera image skyline has been obtained, it is
possible to estimate the camera attitude by iteratively generating synthetic skylines and minimizing the distance-measure
between the camera image skyline and synthetic skyline. This
section describes how this is performed.
For a given roll estimate ϕ̂, pitch estimate θ̂, and yaw
estimate ψ̂, a synthetic skyline is generated according to section II-C. The distance-measure between the synthetic skyline
and the camera image skyline, eskyline , is calculated as the mean

(9)

where µsynthetic is the vertical mean of the pixels in the
synthetic skyline, and µcamera is the mean of the pixels in the
camera image skyline. See figure 5 for an illustration. Using
this, the pitch can be estimated by:
θ̂i = θ̂i−1 − αpx · µskylines error

(10)

where µskylines error is the mean of eskyline and θ̂i−1 is the
previous pitch estimate. The initial pitch estimate, θ̂0 , can be
provided by e.g. an IMU estimate of the pitch or the user.
In order to estimate the roll error, the angle between the
synthetic skyline and camera image skyline is calculated as
the difference between the median angle between the both
skylines and their vertical means, µcamera and µsynthetic . See
figure 5 for a visual description. The median is used rather
than the mean in order to decrease the influence of outliers.
The roll estimate can thus be calculated by
ϕ̂i = ϕ̂i−1 − (e
αsynthetic − α
ecamera )

(11)

where α
esynthetic is the median of the angle between all the
points in the synthetic skyline and its vertical mean, α
ecamera
is the median of the angle between the corresponding points
on the camera skyline and its vertical mean, and ϕ̂i−1 is the

previous roll estimate. The initial roll estimate, ϕ̂0 , can be
provided by e.g. an IMU estimate of the roll or the user.

µcamera
µsynthetic

αj
αj

µ

Fig. 5. The geometry of the shape features used in the estimation algorithm.
The upper figure shows the camera image skyline (solid) and synthetic skyline
(dotted) and their respective vertical means µcamera and µsynthetic (dashed). The
lower figure shows two angles αj between two arbitrary points on the skyline
mean µ (dashed) and the skyline (solid sinusoidal curve).

Fig. 6. The camera system as mounted on the PTU in the experiment.
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As the roll and pitch estimates will not produce an exact
solution, but rather converge towards the true attitude, several
iterations might be preferred in order to obtain better final
estimates.
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III. E XPERIMENT S ETUP
An experiment was performed in order to evaluate the
algorithm. This section describes the hardware and data used,
as well as considerations regarding the hardware and data.

ψ
25.716◦

A. Camera and PTU
The camera system used in the experiment is a Panasonic
Lumix DMC-GF6 camera with a Panasonic Lumix G Vario
45-150mm f/4.0-5.6 lens. More detailed specifications of the
camera system are shown in Table I.

6.429◦

Fig. 7. The pitch and yaw rotation of the PTU for each photo taken by the
camera.

TABLE I
S PECIFICATION OF THE CAMERA SYSTEM
Camera
Resolution
Pixel size
Lens
Focal Length used

Panasonic Lumix DMC-GF6
4608 x 3464 px
3.45 µm
Panasonic Lumix G Vario 45-150mm f/4.0-5.6

B. Digital Surface Model
The DSM used in the experiment was obtained from the
national DOM10 data-set provided by the Norwegian Mapping
Authority (Statens Kartverk) [13]. The relevant meta-data for
the DSM are summarized in Table II [14].

45 mm

C. Calibration
The camera was mounted on a FLIR D48E Pan-Tilt Unit
(PTU). The PTU has a resolution of 0.003◦ in pitch and
0.006◦ in yaw [12]. The geographic coordinates of the camera
were obtained by a GPS unit. A photo of the camera system
mounted on the PTU is shown in Figure 6.
The camera is triggered wirelessly, and the whole process
is automated. The PTU is set to rotate a certain angle in pitch
and yaw, and then wait for the camera to capture a photo. The
rotation of the camera for each photo taken in the experiment
is shown in Figure 7.

In the experimental setup, the camera to PTU rotation
Rc is known, and the camera to world rotation w Rc will
be estimated. In order to evaluate the results, the PTU to
world rotation w Rp has to be estimated. The w Rc can then
be obtained by
p

w

Rc =w Rp p Rc

(12)

The camera system also need to be calibrated in order
to eliminate deviations of the true camera parameters from

TABLE II
M ETADATA FOR THE DOM10 (2017-03-27) DATASET FROM THE
N ORWEGIAN M APPING AUTHORITY
Reference Frame
Spheroid

ETRS89
GRS 1980

Projection

UTM

UTM Zone

33N

Central Meridian

15◦

Scale Factor
False Easting
False Northing

0.9996
500,000 m
0m

Equatorial Radius

6,378,137 m

Inverse Flattening

298.257222101

Grid resolution

10 m

the camera specification presented in the data-sheet. The
unknown calibration parameters are those in the K matrix in
equation (3).
A possibility is to estimate K and w Rp by modifying
the attitude estimation algorithm to make w Rc fixed and the
camera parameters the ones to be estimated. This approach is
used by Grelsson et al, where the ground truth is available
for some images in the experiment [4]. A similar but less
precise method is to chose an image in the experiment, extract
its skyline according to section II-B, set the initial camera
parameters according to the data-sheet and p Rc to the rotation
used when the image was taken and then generate a synthetic
skyline according to section II-C. The parameters in K and
w
Rp are manually adjusted in order to obtain the smallest
error between the synthetic skyline and camera skyline. This
calibration could be automated with e.g. grid search, but the
number of parameters requiring adjustment would result in a
long running time.

Fig. 8. A sample camera image from the experiment. The top image shows
the camera image converted to gray scale and with a Gaussian filter applied.
The bottom image shows the camera image in its original color, with the
camera skyline marked in red.
TABLE III
PARAMETERS FROM THE CAMERA INTRINSIC AND EXTRINSIC
CALIBRATION

φx

43.7 mm / 3.75 µm/px

φy

43.9 mm / 3.75 µm/px

s

0

δx

2304 px

δy

1732 px
p

0.23◦

p

-0.27◦

wψ
p

-41.18◦

wϕ
wθ

IV. R ESULTS AND D ISCUSSION
The data from the experiment consist of 600 photos. Six
photos failed to be captured by the camera due to failures
in the automated image capturing system. A sample blurred,
gray-scale camera image is shown together with its full color
version with the detected skyline marked in Figure 8.
The parameters obtained by the calibration process are
summarized in Table III.
The generated synthetic skyline when using the calibration
parameters and the camera skyline for the first photo is shown
in Figure 9.
For the first image the initial roll and pitch estimates, ϕ̂0
and θ̂0 , are set to zero. The grid for the yaw estimate is first
set to 0◦ to 360◦ (global search) with an arbitrary resolution of
1◦ , then to ψ̂ ± 3◦ with a resolution of 0.1◦ , and finally to ψ̂ ±
0.2◦ with a resolution of 0.005◦ , where ψ̂ is the yaw estimate
from the previous grid. Using different grid sizes allows for
a more accurate estimation at a shorter calculation time. The
optimal grid size depends on the surrounding terrain, with a

Fig. 9. An example of a synthetic skyline (red dots) along with a skyline
obtained from a camera image.

more varying terrain allowing the algorithm to converge for
smaller grids.
Subsequent images use the roll and pitch estimate from the
previous image as the initial estimates, and the two latter
grid sizes and resolutions for the yaw estimate. Only one
iteration of the roll and pitch estimation was performed for

each element in the yaw grid. A higher number might be
required if the initial roll estimate has a difference from the
true roll than in the experiment.
The parameters w ϕp , w θp , and w ψp from Table III are used
to convert the ground truth p Rc , shown in Figure 7, to the
ground truth w Rc according to equation (12). This ground truth
is used to calculate the error of the estimated roll, pitch, and
yaw angles for each image.
The resulting error of the algorithm is shown in Figure 10,
and the standard deviations of the roll, pitch, and yaw angle
errors are shown in Table IV. Only random errors – i.e. the
standard deviations and not the mean errors – are reported in
Table IV as the mean errors depend on the accuracy of the
calibrated w Rp .

the camera calibration, possibly the lens distortion, is a main
cause of the systematic errors.
The results presented use a nlines of 2000 to find the skyline
elements in the DSM. Using a higher nlines than 2000 did
not result in lower standard deviations for the performed
experiment, but might differ for other types of terrain and
different camera system parameters.
The average running time of the algorithm, excluding the
detection of the skyline in the camera images was 63 ms per
image. The algorithm was implemented in Matlab, and run
on a Intel Xeon E3-1535M. This indicates that it can run in
real-time if a more optimized implemention in a lower level
programming language were to be used, even on an small
computer such as the Nvidia Jetson.
The experimental data has shown that precision-wise, the
algorithm performs similar to, or slightly better than those
presented by Dumble & Gibbens [3] and Grelsson et al [4].
The benefit of the algorithm compared to the other algorithms
is the global yaw angle estimate – a feature that is often required in real world applications. While the algorithm showed
robustness and converged for all the images in the experimental data set, it should be noted that a proper segmentation of
the sky and land or water is important in order to avoid larger
errors and to ensure convergence.
V. F UTURE W ORK

Fig. 10. The errors of the estimated roll, pitch, and yaw angles for each
photo. The different colors group together samples with the same roll and
pitch steps.

TABLE IV
S TANDARD DEVIATIONS OF THE ROLL , PITCH , AND YAW ANGLE
ESTIMATES

σϕ

0.037◦

σθ

0.015◦

σψ

0.018◦

The standard deviations of the errors are all low, which
shows that the algorithm is able to estimate the roll, pitch,
and yaw angles with a high precision. Figure 10 shows that
the random errors are kept low, but there is a clear systematic
error present. The two possible sources are the calibration
procedure (section III-C) and the approximation of the UTM
projection as a flat grid (section II-A). As can be seen, the
largest error appear when the camera is moved in pitch, i.e.
the error changes faster between photo 101 to 202 (where only
the pitch of the PTU is varied) than between photo 202 to 303
(only the yaw is varied). During pitch movement, the skyline
is only moved in the image; the DSM elements represented
in the synthetic skyline changes very little. This suggests that

Future work includes a more robust skyline detection algorithm to find the skyline in the camera image, and a
more accurate algorithm to generate the synthetic skyline.
Additionally, the estimates provided by the algorithm can be
used in an attitude estimation filter as reference vectors due
to their high precision.
A more robust method for finding the skyline in the camera
image could improve the robustness significantly. One example
of a more robust method which uses a neural network is
presented by Porzi et al [15]. This method could also be used
to determine how well defined the skyline is in the camera
image, which could be used as an indicator of the accuracy of
the estimate. Determining the drawing distance of the synthetic
skyline is a similar problem, which is particularly important
in areas susceptible to fog or haze. A possible solution could
be to calibrate the algorithm to see which drawing distance
produces the smallest error.
In order to reduce the systematic error, a proper calibration
algorithm should be used, e.g. by performing an experiment
where the true angles are known, and using e.g. the method
described by Grelsson et al [4]. Another method could also
be used to render the synthetic skyline in order to get rid
of errors associated with estimating the DSM as a flat grid.
For example could a rendering engine such as OpenGL be
used to do a proper conversion from the UTM projection
to three-dimensional world coordinates, and then render the
synthetic skyline. The method could also be used in an attitude
estimation filter, e.g. to compute the reference vectors in a nonlinear complementary filter, which could utilize its benefits of
being highly accurate but not as robust as e.g. gyroscopes.

VI. C ONCLUSIONS
We have presented an algorithm for estimating the attitude
of a camera using the extracted skyline from a camera image
and synthetic skylines generated from a Digital Surface Model.
The algorithm uses geometrical properties to estimate the roll
and pitch angles, and a grid search to estimate the yaw angle.
Using experimental data, the algorithm is shown to estimate
the roll, pitch, and yaw angles with standard deviations of
0.037◦ , 0.015◦ , and 0.018◦ respectively. The estimation algorithm is running at 16 Hz in the current implementation,
which can be improved by using a lower level programming
language. The results are on par with current DEM based
attitude estimation algorithms, while also estimating the yaw
angle globally.
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