
     

 
 
Fig. 1. Coordinated control structure. 

Implementing Real-Time Gain Optimization in a Multi-Agent System  
Designed for Optimized Multiobjective Power Plant Control 

 
Jason D. Head. Jason R. Gomes. Craig S. Williams. Kwang Y. Lee 

 

Department of Electrical and Computer Engineering, Baylor University, Waco, TX 76712, USA                                                   
(e-mail: {Jason_Head, Jason_Gomes, Craig_Williams, Kwang_Y_Lee}@baylor.edu) 
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paper to detail the implementation of real-time feedback gain optimization as a means to provide more 
efficient control and demonstrate an added advantage of the parallel nature of a multi-agent system 
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1. INTRODUCTION 

To keep up with the growing demand for electric power, 
power plants are getting much larger and complex to operate 
in terms of maintaining and improving efficiency. To 
complicate matters further, government regulation on power 
plant operation is growing stricter, main equipment in many 
plant’s are getting older, competition to provide electric 
energy to consumers as a utility is becoming increasingly 
aggressive, and financial investment uncertainties make 
building new plants risky. These factors, among others, 
necessitate more elegant control methods than have been 
used in the past.  

One such method has been proposed that considers the 
operating objectives of individual subsystems within a power 
plant and coordinates them to perform a global multiobjective 
optimization according to user-defined operating objectives 
(Heo and Lee, 2006a). This process requires that several 
computationally intensive tasks be performed in parallel in a 
coordinated fashion. These tasks include parameter 
optimization, artificial neural network training and updating, 
monitoring the control system, and control system data 
collection, among others.  

A multi-agent system (MAS) approach has been developed to 
facilitate the automation and coordination of these methods. 
The MAS approach also adds intelligence, robustness and 
flexibility to the control system in the sense that the agents 
can respond and adapt to a number of different planned and 
emerging situations, including maintaining control of the 
system if one or more parts of the system fail and allowing 
new agents with additional functionality to be added to the 
system in real-time (Head et al., 2010).  

The purpose of this paper is to discuss the implementation of 
real-time gain optimization in the optimized multiobjective 
multi-agent control system as an addition to (Head, Gomes, 
Williams, and Lee, 2010). It is also intended to show an 
improvement in efficiency of the control system and an 
example of the added benefit of the parallel nature of the 
multi-agent system with this addition. Similar to the addition 
of gain optimization, other functionality can be added to the 
multi-agent system to improve the control system or add to 
its capability, such as with fault diagnosis and 
accommodation, etc. 

2. CONTROL SYSTEM OVERVIEW 

2.1  Multiobjective Control System Overview 

The control system proposed in (Heo and Lee, 2006a) 
consists of four parts: the reference governor, feedforward 
controller, feedback controller, and the gain optimizer as 
shown in Fig. 1.  
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Fig. 2. PI control loops used in the feedback controller. 

For a given unit load demand, Euld, the reference governor 
generates electric power and drum steam pressure setpoints, 
Ed and Pd, according to the objective functions, J, and 
preferences placed on those objectives, β, which are input by 
an operator. The objective functions define operating 
objectives for the plant such as load tracking, minimizing 
pollution, maximizing equipment life, etc. For the model 
described in Section 2.2, the objective functions have been 
set to be to minimize load-tracking error, maximize fuel 
combustion through the fuel valve position u1, minimize 
energy loss due to the pressure drop across the steam valve 
u2, and minimize energy loss due to the pressure drop in the 
feedwater valve u3. The feedforward controller is 
implemented in the reference governor as it converts the 
optimized steady-state control values to electric power and 
drum steam pressure setpoints. 

The feedback controller uses proportional-integral (PI) 
control loops to implement feedback control in the system. 
The gain optimizer optimizes the PI gain values for use in the 
feedback controller based on a simulated response of the 
power plant to candidate gains. The gain optimizer will be 
discussed in detail in Section 2.4. 

2.2  Power Plant Model 

A model of a 160 MW oil-fired drum-type boiler turbine 
generator unit was used to develop and validate the multi-
agent control system. It has been modelled as a third-order 
three-input three-output multi-input multi-output (MIMO) 
nonlinear model. The controllable inputs into the system are 
valve actuator positions that control the mass flow of fuel, 
represented as u1 in per unit, steam to the turbine, u2 in per 
unit, and feedwater to the drum, u3 in per unit. The 
measurable outputs of the model are electric power, E in 
MW, drum steam pressure, P in kg/cm2, and the drum water 
level deviation from a set level, L in meters. The state 
variables that result are electric power, E, drum steam 
pressure, P, and steam-water density, ρf. The dynamics of this 
particular power plant were recorded and formulated into 
mathematical model by Bell and Åström (Bell 1987) and are 
shown below in a summarized form, as given in (Heo, Lee, 
and Garduno-Ramirez, 2006b), to be used as a model in our 
control system: 

3
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Using the solution for ρf, the drum water level can be 
calculated using the following equations: 
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where αs is the steam quality and qe is the evaporation rate in 
kg/s. Furthermore, the equations (1), (2), and (3) can be 

solved for the calculation of setpoints Ed and Pd in terms of 
the control inputs by setting the derivatives in the dynamic 
equations to zero. These equations have been solved as 
follows: 
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The above equations can also be solved to form an inverse 
static model of the plant and are as follows: 
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2.3  The Feedback Controller 

The feedback controller consists of three PI control loops, as 
shown in Fig. 2. This simplification in control can be made 
since the mass flow of fuel flow, controlled by u1, is the 
largest effecter of output power, E, mass flow of steam to the 
turbine, u2, is the largest effecter of drum steam pressure, P, 
and the mass flow of feedwater in the drum, u3, is the largest 
effecter of the water level deviation, L. This simplification 
can be done mathematically by calculating the Relative Gain 
Array to show input-output interaction and neglecting the 
elements showing little or no interaction (Garduno-Ramirez 
and Lee, 2005). 

2.4  Gain Optimization 

Gain optimization is used here to optimize the PI gains used 
in the feedback controller to more efficiently control the 
power plant system with respect to the setpoints generated by 
the reference governor. To do this, hybrid particle swarm 
optimization (HPSO) is used to find optimal gains for a 
specific unit load demand curve. The HPSO is used as the 
search algorithm to find optimal gain sets, because it was 
found to perform better than other methods in the search for 
optimal steady-state control values (Heo, Lee, and Garduno-
Ramirez, 2006b). It is possible that another search algorithm 
may be more efficient in finding the optimal solution for this 
problem. However, this was not a focus for this paper. 

The HPSO algorithm used here for gain optimization is an 
adaptation of particle swarm optimization (PSO) proposed by 
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Fig. 3. MAS agent architecture. 

(Kennedy and Eberhart, 1995). The difference between PSO 
and HPSO is that in the hybrid method, the worst performing 
particles are moved to the position of those performing best 
while keeping their current velocities. Also, an inertial 
weight, w, is used. HPSO was performed using the following 
procedure found in (Heo, Lee, and Garduno-Ramirez, 
2006b): 

1. Randomly initialize n particles within the search 
space, where n is a design parameter in the 
optimization. 

2. Evaluate the performance of each particle with 
respect to the desired fitness function(s). 

3. If a particle’s current fitness is better than its 
personal best, pbest, replace it as the new personal 
best. 

4. If there is a personal best that is better than the 
current global best, gbest, replace it as the new 
global best. 

5. Calculate a velocity to determine where each 
particle will move next and move them using 
equations (12), (13), and (14), where 𝑣𝑖𝑘 is the 
current velocity of particle i at iteration k, c1 and c2 
are chosen weights, rand1 and rand2 are random 
numbers between 0 and 1, and 𝑠𝑖𝑘 is the current 
position of particle i at iteration k: 

𝑣𝑖𝑘+1 = 𝑤𝑣𝑖𝑘 + 𝑐1𝑟𝑎𝑛𝑑1 ∗ �𝑝𝑏𝑒𝑠𝑡𝑖 − 𝑠𝑖𝑘� +
                𝑐2𝑟𝑎𝑛𝑑2 ∗ (𝑔𝑏𝑒𝑠𝑡 − 𝑠𝑖𝑘)                        (12) 

𝑤 = 𝑤𝑚𝑎𝑥 − �𝑤𝑚𝑎𝑥−𝑤𝑚𝑖𝑛
𝑖𝑡𝑒𝑟𝑚𝑎𝑥
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𝑠𝑖𝑘+1 = 𝑠𝑖𝑘 + 𝑣𝑖𝑘+1                                                (14) 

6. Move the half of the particles with the worst current 
performance to the position of the half with the best 
current performance, but maintain the newly 
calculated velocity vectors. 

7. Re-evaluate each particle as in Step 2 and repeat 
Steps 3-6 until a sufficient solution is found or the 
iteration limit is reached. 

The search space for the optimization was determined by 
choosing maximum and minimum values for each of the six 
gains. This creates a six-dimensional search space since there 
are three proportional gains and three integral gains. The 
fitness functions for the optimization are to minimize the 
integrated error for the errors E-Ed, P-Pd, and L-Ld. Other 
fitness functions can easily be added to enhance a desired 
characteristic in the response, such as minimizing oscillation 
or overshoot, or maximize rise time. Preference values were 
applied, on [0,1], to these three fitness functions to give 
more, or less, emphasis to individual fitnesses in the 
optimization process; 1 indicating most important and 0 
signifying omission as a criteria for optimization. For 
example, if load following is considered more important than 
meeting pressure and water level requirements, more 
emphasis can be placed on minimizing the integrated error E-
Ed, and any other objective function pertaining to this control, 

by giving the corresponding preferences higher values than 
the other fitness functions. 

3. MULTI-AGENT SYSTEM DESCRIPTION 

3.1  Multi-Agent System Definition 

An agent is defined to be a computer program operating 
autonomously while situated in distributed environments. 
Furthermore, an agent is defined to be intelligent because of 
its ability to react to a number of different situations; 
proactive in working toward a specific goal, social in that it 
can communicate with others agents and resources, flexible 
in that it can change to perform other tasks, and robust in that 
it can adapt to unexpected circumstances (FIPA, 2001). A 
multi-agent system (MAS) is defined to be two or more 
agents operating to accomplish a coordinated goal.  

3.2  Single Agent Architecture 

Individual agents have a common architecture referred to as 
the agent shell, shown in Fig. 3. The agent shell has two 
parts, the task thread and the message thread. The task thread 
executes the algorithms and routines that correspond to an 
agent’s assigned task. The messaging thread handles 
incoming communication from other agents so that the task 
thread does not have to interrupt what it is doing to receive 
messages. The message thread will also process messages as 
much as possible so that the task thread does not have to 
waste time after the message is relayed. The task thread, 
however, sends any needed messages to communicate with 
other agents.  

3.3  Multi-Agent Architecture 

The multi-agent architecture defines a three-level hierarchy 
describing distinct types of functionality an agent can have. 
The hierarchy consists of high, middle, and low level agents, 
shown in Fig. 4. The high level, or interface, agents are 
agents that allow a human operator to interact with, adjust, 
and monitor parameters and performance in the control 
system. The middle-level, or managing, agents delegate agent 
tasks, monitor agent performance, and provide a common 
location for the agents to acquire, store, or distribute data 
throughout the system. Low-level agents execute algorithms 
needed by the control system. 
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Fig. 4. Three-level hierarchy of agent function structure. 

 

 
 
 
Fig. 5. A diagram of an established MAS control system. 

3.4 Multi-Agent System Simulation 

The agents proposed in (Head, Gomes,  Williams, and Lee, 
2010) for control of the 160 MW power plant model are the 
Interface agent, Delegation agent, Monitoring agent, 
Database agent, Neural Network agent, the Feedforward 
agent, the Feedback agent, the Gain Optimizer agent, and the 
Free agent. Each agent’s software contains all of the code 
necessary to become any of the other agents as determined 
necessary by the system.  

To begin a simulation, the power plant model is started along 
with a number of Free agents, the number depending on the 
minimum number of agents needed for control plus the 
number run for additional functionality and backup in case of 
a failure in another agent. The Free agents will begin the 
process of discovering what other agents currently exist, 
while the power plant model will wait for the initialization 
signal. Once it has been discovered that a Delegation agent 
does not exist, the Free agents will coordinate to determine a 
Delegation agent to monitor and delegate task performance. 

Once the Delegation agent is in place, it will begin delegating 
tasks to the other Free agents, starting with the tasks 
determined as high priority. The Feedforward and Feedback 
agents, which contain the reference governor and feedback 
controller, respectively, are assigned first as they are the core 
of the control system. At this point, an operator will need to 
begin an Interface agent, which is the only agent not assigned 
by the Delegation agent, to send a unit load demand curve to 
direct operation of the power plant model by the MAS. 

Once the demand curve is sent to the Feedforward agent, the 
control simulation is started. Upon receipt of the demand 
curve, the Feedforward agent will begin optimizing steady-
state control values and setpoints to send to the Feedback 
agent. The feedback agent will determine feedback values to 
compensate the steady-state control values to achieve the 
setpoints set by the Feedforward agent. When the power plant 
model receives the first set of control values from the 
Feedback agent, it will begin it’s simulation of the power 
plant and the control simulation has now fully begun. 

It is at this point that the MAS control system is considered 
operational and other auxiliary agents, such as the Gain 
Optimizer agent, Neural Network agent, Monitoring agent, 
and Database agent, can be started. To do this the Delegation 

agent will assign the remaining tasks, and monitor the other 
agents to ensure that all of the needed tasks are being 
performed. If at any point another agent determines that the 
Delegation agent is no longer operational, depending on its 
vitality to the control system, it will begin the process of 
becoming a replacement Delegation agent. Because it would 
cause undesirable issues in the control system if the 
Feedforward or Feedback agents suddenly stopped 
functioning to become the Delegation agent, they are 
programmed not to change unless absolutely necessary. The 
other agents are programmed to respond to this need first, 
according to their ascribed importance. 

As the simulation runs, data from the system is saved to a 
network drive for analysis of the control system. An operator 
can also monitor the system in real-time, as well as make 
changes to the system manually. To end the simulation, either 
a pre-programmed signal built-in to the demand curve is 
used, or a signal from an operator can be sent to stop the 
control system and power plant model. 

4.  IMPLEMENTING THE GAIN OPTIMIZER AGENT 

Once the Delegation agent, Feedforward agent and Feedback 
agent, have established an operational control system, as in 
Fig. 5, the Gain Optimizer will be assigned to generate 
optimal feedback gains in real-time for use in the Feedback 
agent as needed. To do this, the error level for each of the 
measured outputs (E, P, L) are monitored by the Feedback 
agent. The Feedback agent has error thresholds programmed 
into its memory so that if an error level reaches the threshold, 
the Feedback agent sends a signal to the Feedforward agent, 
requesting that it send data to the Gain Optimizer agent to 
optimize feedback gains that will reduce the error level and 
provide tighter control of the power plant.  

The data sent by the Feedforward agent to the Gain 
Optimization agent is a unit step load demand curve that 
starts at the current load demand power and steps up one 
MW. Once the demand curve is received by the Gain 
Optimizer agent, the pressure and water level setpoints are 
generated according to the power demand by an offline 
version of the reference governor contained in the Gain 
Optimizer agent. At this point, the Gain Optimizer agent 
begins optimizing the gains using the current gains as one of 
the particle initializations in Step 1 of the initialization 
process. This ensures that the optimization will produce gains 
that either perform better, or at least the same as ones 
currently used, but not worse. This is because initializing one 
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Table. 1. Initial feedback gain values used in gain 
optimization test simulation. 

 ufb1 ufb2 ufb3 
Kp 0.0500 0.0010 0.0010 
Ki 0.0000 0.0000 0.0000 

 
 Table. 2. Feedback gain values used in gain optimization 
test simulation after the optimization takes place. 

 ufb1 ufb2 ufb3 
Kp 0.1039 6.6879e-4 0.0466 
Ki 4.4514e-7 6.3056e-8 9.8772e-7 

 
Table. 3. Constraints used to define the search space in the 
optimization process. 

 ufb1 ufb2 ufb3 
Kpmin 0.0000 0.0000 0.0000 
Kpmax 0.1500 0.0500 0.0750 
Kimin 0.0000 0.0000 0.0000 
Kimax 1.0000e-6 1.0000e-6 1.0000e-6 

 

of the particles in the optimization to be the current gain 
value set will show that the current gain value set performs 
the best until a better set is found by the algorithm. The 
optimization algorithm has been designed to run until the 
new gain values need to be sent to the Feedback agent to be 
implemented when the twin second window expires. 

Once the optimized gains have been implemented in the 
Feedback agent, the Feedback agent waits a specified amount 
of time, twait, to see if the new gains will improve the response 
of the plant before initiating another gain optimization 
process. However, if the error levels don’t improve, the gain 
optimization process will be performed again, starting with 
the signal from the Feedback agent.  

5.  FURTHER RESEARCH 

The next steps in the development of the multi-agent control 
system will be to substitute neural networks for the power 
plant model in the reference governor and the gain optimizer 
(Van Sickel, Venkatesh, and Lee, 2008). This is important, as 
most systems do not have mathematical models available, 
though a model of the system will have to be used. Part of the 
benefit of the MAS is that it has the ability to continually 
adapt the model to be as accurate as possible during online 
operation. With the implementation of neural networks into 
the system, another goal will be to develop the Neural 
Network agent, as the Neural Network agent is crucial to the 
self-adaptability of the neural network models in the system 
to make them as accurate as possible. 

To aid in the development, testing, simulation and validation 
of the MAS control system, another goal is to look into 
implementing ideas proposed in papers such as (Van Sickel 
and Lee, 2009a) and (Van Sickel and Lee, 2009b). Concepts 
of interest include synchronizing agents in simulation for the 
purpose of a fast-as-possible simulation of the control 
system, and graceful degradation which allows for the 
control system to maintain control as agents start to fail.  

The end goal of this research is to eventually optimally 
control much larger power plant systems, similar to the 600 
MW system mentioned in (Heo, Lee, and Garduno-Ramirez, 
2006b). These systems are much more difficult to model, and 
will similarly require a complex multi-agent system in terms 
of the number of agents needed to implement an intelligent 
optimal adaptive control system.  

6. RESULTS AND CONCLUSIONS 

6.1  Results 

To demonstrate successful operation of the MAS control 
system and the added advantage of having real-time gain 
optimization that is made possible by the parallel nature of a 
MAS, the power plant response with MAS control and real-
time gain optimization was simulated with the plant model 
simulating in 0.1 seconds intervals and the feedback 
controller generating new control actions every 0.1 seconds, 
asynchronously in real-time. To do this, a unit load demand 
curve ramp was generated that changes the power level from 
120 MW to 160 MW at 5%/min, which is the maximum 
allowed for this plant, and the Feedback agent was 
intentionally initialized with feedback gain values that would 

control the plant, but violate the error level setpoints, which 
were ±1MW, ±2 kg/cm2, and ±30 mm for power, pressure, 
and water level deviation, respectively. This way the MAS 
control system could be tested to see whether it would 
respond appropriately by realizing the error was above the 
error level setpoints and optimizing new feedback gain values 
to improve plant control. 

The feedback gain values used upon start-up of the system in 
the Feedback agent are shown in Table 1, and the optimized 
gain values used after the MAS control system detected the 
increasing error, optimized new gain values, and 
implemented them are shown in Table 2. The constraints 
placed on the gain values during the optimization process are 
shown in Table 3. These values were chosen, through 
experimentation, to be higher than the optimization process 
was ever found to choose these values. This was done, 
because if the optimization chose a maximum or minimum 
constraint value as an optimal one, then it is possible that the 
actual optimal value exists outside of the constrained search 
space. The preference values set on the objective functions in 
the optimization for minimizing the integrated error in the 
power, drum pressure, and water level deviation outputs were 
set to 1, 0.25, and 0.5, respectively. This puts the highest 
priority on load-following, with drum water level deviation 
and drum pressure considered second and third, respectively. 

As can be seen in Fig. 6, during the simulation as the plant 
model begins to ramp up, the error level threshold for power 
is violated at 25.2 seconds. This triggers the Feedback agent 
to send a signal to the Feedforward agent requesting that it 
send data to the Gain Optimizer so that new gains can be 
optimized, as previously described. With twin set to 50 
seconds, the gains are implemented right before the end of 
this period at 73.7 seconds, making the time from detection 
of the violation of the error level setpoint to the 
implementation of the optimized feedback gain values 48.5 
seconds. Once the optimized gains are implemented, the 
output power more closely follows the demand, the drum 
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Fig. 6. Power, drum pressure, and drum water level 
deviation responses to MAS control with gain optimization 
during simulation 
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pressure leads the demand slightly, and the water level is 
stopped from increasing, with all outputs tightly controlled to 
be below the error level threshold. 

6.2  Conclusions 

The MAS approach to optimized multiobjective control can 
be used to optimally control a power plant according to a set 
of operating objectives and preferences, as well as improve 
performance by making use of parallel processes such as gain 
optimization. The results show the proposed MAS control 
system adapting to provide tighter control of the power plant 
model by using real-time gain optimization to optimize 
feedback gain values. As more agents are added to the 

system, there is the possibility for even more effective 
control. 
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