
Lecture 9

Additive hazards regression

In Lecture 7 we considered problems of measuring the effect of a categorical
variable on the hazard for an event time: Sex, ethnicity, receiving one
treatment rather than another. This can be done in a nonparametric way,
depending on very few assumptions. We considered only the analysis of
two-state categories, but to a certain extent the same methods can be applied
to the analysis of more than two categories (but still a small number).

In many situations we wish to measure the effect of a quantitative, often
continuous, variable on hazard rates. This cannot be done in a nonparametric
way, since the information provided by any single individual — with a single
value of the covariate — is so low. We need a way to combine the effect
of multiple individuals into a single estimate, and that means we need to
make fairly strong modelling assumptions about how the covariates affect the
hazard. The approach of linking covariates to an outcome measure (in this
case, hazards) through strong functional assumptions about the influence
are called regression models.

Even when we have a categorical model, it may be useful to apply a
regression model that summarises the relationship between covariate and
hazard in a more compact way.

In this chapter we will consider the additive-hazards approach, which is
still very close to a non-parametric model. In Lecture 10 we will consider
the more popular relative-risk or proportional-hazards, which are clearly
semi-parametric, in the sense that part of the model — the definition of
the baseline survival — is non-parametric, while another part — the more
important part, defining the influence of the covariates — is parametric,
depending on a small number of numerical parameters.

Relative risk regression is mathematically elegant, and traditionally is
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very popular in medical statistics, but it cannot be said to be a universal
model. The assumptions are very strong, and the model may give misleading
results when applied to data that don’t support it. (We describe in section
11.5 methods for evaluating the appropriateness of the proportional hazards
assumption.) It is useful to have alternative models available.

In addition to the general issue of scientific appropriateness of a given
model, the additive hazards model has numerous advantages, detailed at
length in section 4.2 of [ABG08]. In particular

• the statistical methods for fitting additive hazards regression models
make it relatively easy to allow for effects that change with time;

• results of the additive model lend themselves to a natural interpretation
as “excess mortality”, forming a natural regression counterpart to the
nonparametric excess mortality models we described in Lecture 7.

9.1 Describing the model

This section and the next two are based closely on section 4.2 of [ABG08].
The additive-hazards regression model assigns to each individual i a

time-varying covariate vector

xi(t) =
(
xi1(t) · · · xip(t))

)
The model parameters (unknown) are the baseline hazard β0(t), and p
functions β1(t), . . . , βp(t). The hazard for individual i at time t is then

β0(t) + β1(t)xi1(t) + · · ·+ βp(t)xip(t). (9.1)

Each βj is a trajectory of excess risk attributable to changes in the covariate
xij .

9.2 Fitting the model

As with other nonparametric estimation procedures, we naturally estimate
the cumulative excess risk rather than the risk itself. We define

Bk(t) :=

∫ t

0
βk(s)ds.
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We write Ni(t) for the counting process of individual i. By (9.1) and the
multiplicative intensity model,

Mi(t) := Ni(t)−
∫ t

0
Yi(s)dB0(s)−

p∑
j=1

∫ t

0
Yi(s)xij(s)dBj(s)

is a martingale. We may rewrite this as

dNi(t) = Yi(t)dB0(t) +

p∑
j=1

Yi(t)xij(t)dBj(t) + dMi(t). (9.2)

The trick is to view this as an analogue of the usual regression equation for
each fixed t, where dNi(t) is a vector of observations of dependent variables,
Yi(t)xij(t) are the explanatory variables, dMi(t) plays the role of random
error, and dBj(t) are the parameters to be estimated. As in a linear regression
model it is convenient to represent this in matrix form

dN(t) = X(t)dB(t) + dM(t). (9.3)

Here X is the n× (p+ 1) matrix whose (i, j) component is Yi(t)xij(t), with
xi0(t) ≡ 1.

We define a random matrix

X−(t) :=

{(
X(t)TX(t)

)−1
X(t)T if X(t) has full rank,

0 otherwise.
(9.4)

In other words, it is the generalised inverse of X whenever this exists. Our
usual least-squares solution for this equation is then

dB̂(t) = X−(t)dN(t),

yielding the estimator

B̂(t) =

∫ t

0
X−(u)dN(u) =

∑
tj≤t

X−(tj)dN(tj) =
∑
tj≤t

X−(tj)·ij , (9.5)

where dN(tj) is a vector of all 0’s, except for a 1 in the ij component, where
ij is the individual having an event at time tj . (Here we are assuming no
ties, as is conventional. If there are ties, we could still obtain an unbiased
estimator by summing over the set Dj of individuals with events at time tj .
This would require, as usual, some decision about the slight adjustment to
the variance. The R function aareg breaks ties randomly.)
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9.3 Variance estimation

9.3.1 Martingale representation of additive hazards model

As in section 6.1 we need to acknowledge that the estimation is only being
carried out up to the point where the data become insufficient. We define
J(s) = 1{X(s) has full rank}, and

B∗(t) =
∫ t

0
J(s)dB(s).

The design matrix will stop being of full rank when the covariates represented
in the individuals still at risk are no longer linearly independent. Intuitively,
this means that there are not “enough” individuals still at risk. If the
covariates represent categories, this will be equivalent to there no longer
being individuals at risk in all categories, so the “stopping condition” will
be the same as for the excess mortality calculation.

Now

B̂(t) =

∫ t

0
X−(s)dN(s)

=

∫ t

0
X−(s) (X(s)dB(s) + dM(s))

=

∫ t

0

(
J(s)dB(s) +X−(s)dM(s)

)
.

So

B̂(t)−B∗(t) =
∫ t

0
X−(s)dM(s) (9.6)

is a mean-zero martingale. In particular, B̂(t) is an unbiased estimator for
B∗(t).

9.3.2 Estimating the covariance matrix

Equation (9.6) looks a lot like other martingale representations that we have
used for estimating the variance of survival estimators. The difference here
is that the parameter being estimated is multidimensional, so a statistical
analysis requires variances and covariances. This requires that we consider
the covariation of different martingales. We will not do this formally, though
the precise statements may be found in the appendix of [ABG08].
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A single component of (9.6) is

(
B̂(t)−B∗(t)

)
j
=

∫ t

0

n∑
i=1

X−ji(s)dMi(s),

where the Mi are the counting martingales of individuals. Since these
counting processes are assumed independent of each other, the optional
variation has no interaction between individuals, and the optional variation
is just a sum of the optional variations for the separate processes. (The same
is true of the predictable variation, but we do not concern ourselves with it
here.)

[(
B̂−B∗

)
k

]
(t) =

∫ t

0

n∑
i=1

X−ki(s)
2dNi(s)

=
∑
tj≤t

X−kij (tj)
2, where ij is the individual with event at time tj .

The optional covariation between components k and � will similarly be a sum
of variances of n independent terms. This gives us an estimator Σ̂ for the
(p+ 1)× (p+ 1) covariance matrix, whose (k, �) component may be written
as

Σ̂k�(t) =
[(

B̂−B∗
)
k
,
(
B̂−B∗

)
�

]
(t) =

∑
tj≤t

X−kij (tj)X
−
�ij
(tj). (9.7)

Thus, for large n the martingale CLT implies that B̂(t) is approximately
normal, with mean B(t) and covariance matrix Σ̂(t).

9.4 Testing for a single effect

We consider here methods for testing the null hypothesis that a single
covariate effect is 0, against noncrossing alternatives. (Simultaneously testing
the hypothesis that all of the effects are 0 is somewhat more complicated,
and we will not address it, though those who are interested may find a
discussion — along with the material included in this section — in section
4.2.3 of [ABG08].)

Suppose we want to test H0 : βq(t) = 0 for t ∈ [0, t0] where t0 may or
not be the end of the study, or the last time for which data are available.
We have a stream of estimates dB̂q(t). Some are nonzero, and we wish to
determine whether they are biased in one direction more than would be
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expected by chance. As usual, we take a weighted sum of different estimates
to form a test statistic:

Zq(t0) =

∫ t0

0
Lq(s)dB̂q(s) =

∑
tj≤t0

Lq(tj)dB̂q(tj), (9.8)

where Lq(s) is an arbitrary nonnegative predictable weight function. We
obtain the optional variation by integrating the square of the weight function
against the increments in optional variation for B̂q:

Vq(t0) =

∫ t0

0
Lq(s)

2dΣ̂qq(s) =
∑
tj≤t0

Lq(tj)
2dΣ̂qq(tj). (9.9)

Thus
Zq(t0)√
Vq(t0)

has approximately standard normal distribution under the null hypothesis.

9.5 Examples

9.5.1 Single covariate

Suppose each individual has a single covariate xi(t) at time t, and the hazard
for individual i at time t is β0(t) + β1(t)xi(t). Then

M(t) := N(t)−
∫ t

0
X(s)dB(s) is a martingale,

where N(t) is the binary vector of counting processes (giving a 1 in place i if
individual i has had an event by time t, and 0 otherwise), and X(t) is the
n× 2 design matrix, with Yi(t) (the at-risk indicator for individual i) in the
first column and Yi(t)xi(t) in the second column.

If we let R(t) be the set of individuals at risk at time t, and define

μk(t) =
1

#R(t)

∑
i∈R(t)

xi(t)
k,

we have

X(t)TX(t) = #R(t)

(
1 μ1(t)

μ1(t) μ2(t)

)
,
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and the inverse is

1

#R(t)(μ2(t)− μ1(t)2)

(
μ2(t) −μ1(t)
−μ1(t) 1

)

If we assume that t is such that there are still multiple individuals whose
event is after t, and that the xi(t) are all distinct, then the Cauchy–Schwarz
inequality tells us that the denominator is always > 0.

We also observe that X(t)TdN(t) is a 2× 1 vector which is 0 except at
times tj , when it is

X(tj)
TdN(tj) =

(
dj∑

i∈Dj
xi(tj)

)
,

where Dj is the set of individuals who have events at time Dj and dj = #Dj .
The estimator (9.5) then becomes

(
B̂0(t)

B̂1(t)

)
=

∑
tj≤t

dj
#R(tj)(μ2(tj)− μ1(tj)2)

(
μ2(tj)− μ1(tj)x̄j
−μ1(tj) + x̄j

)
, (9.10)

where x̄j is the mean value of xi(tj) over i ∈ Dj .
Intuitively, this result makes sense: It says that B̂1(t) increases insofar

as the average covariate value of the individuals having an event at time tj
is greater than the average covariate value of all the individuals at risk at
that time. On the other hand, the increments to B̂0 are like dj/#Rj — the
increment in the Nelson–Aalen estimator — modified in proportion as the
estimate of β̂1 is negative or positive.

We estimate the covariance matrix of B̂(t) as

∑
tj≤t

1

#R(tj)2(μ2(tj)− μ1(tj)2)2

×
∑
i∈Dj

(
(μ2(tj)− μ1(tj)xi)

2 (μ2(tj)− μ1(tj)xi)(−μ1(tj) + xi)
(μ2(tj)− μ1(tj)xi)(−μ1(tj) + xi) (−μ1(tj) + xi)

2

)
,

9.5.2 Simulated data

We consider the single-covariate additive model from section 9.5.1. We
consider a population of n individuals, where the hazard rate for individual
i is

λi(t) = 1 +
xi

1 + t
,
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with xi being i.i.d. covariates with N(1, 0.25) distribution. So the effect of
the covariate decreases with time. We assume independent right censoring
at constant rate 0.5. We consider two cases: n = 100 and n = 1000. First of
all, we need to simulate the times. We use the result of problem (2) from
Problem Sheet B.1. The cumulative intensity for individual i is

Λi(t) = t+ xi log(1 + t).

We can’t find Λ−1i in closed form, but it is easy to write this as a function
xtime that computes it numerically:

censrate=0.5

covmean=0

covsd=0.5

xtime=function(T,x){

u=uniroot(function(t) t+x*log(1+t)-T,c(0,max(T,2*(T-x))))

u$root

}

n=1000

# Censoring times

C=rexp(n,censrate)

xi=rnorm(n,covmean,covsd)

T=rep(0,n)

for (i in 1:n){

T[i]=xtime(rexp(1),xi[i])

}

t=pmin(T,C)

delta=(T<C)

We may compute B̂ by using the function aareg:

afit=aareg(Surv(t,delta)~xi)

plot(afit,xlim=c(0,1),ylim=c(-.5,1.5))

s=(0:120)/100

lines(s,log(1+s),col=2)

The results are in Figure 9.1. Note that the estimates for n = 100 are
barely useful even just for distinguishing the effect of the covariates from 0; on
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the other hand, bear in mind that these are pointwise confidence intervals, so
interpretations in terms of the entire time-course of B are more complicated
(and beyond the scope of this course). The estimates with n = 1000 are
much more useful.

Applying print() to an aareg object gives useful summary information
about the model fit. Applying it to the n = 100 simulation we get

> print(afit,maxtime=1)

Call:

aareg(formula = Surv(T, delta) ~ xi)

n= 100

70 out of 80 unique event times used

slope coef se(coef) z p

Intercept 1.76 0.00733 0.00433 1.69 0.0909

xi 1.24 0.00847 0.00428 1.98 0.0480

Chisq=3.91 on 1 df, p=0.048; test weights=aalen

The slope is a crude estimate of the rate of increase of B·(t) with t (based
on fitting a weighted least-squares line to the estimates). We use the option
maxtime=1 since about 80% of the events are in [0, 1], so that the estimates
become extremely erratic after t = 1. If we leave out this option, the slope
will not make much sense (though we could extend the range significantly
further when n = 1000). In this case, we would get a slope estimate of 2.

Note that the p-value for the covariate coefficient (row “xi”) is based on
the SE for the cumulative weighted test statistic for that particular parameter,
and has nothing to do with the slope estimate. The chi-squared statistic is a
joint is based on a weighted cumulative test statistic for all effects to be 0,
and it has chi-squared distribution with p degrees of freedom. In the case
p = 1 it is just the square of the single-variable test statistic.
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(a) Sample size 100
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(b) Sample size 1000

Figure 9.1: Estimated cumulative hazard increment per unit of covariate
(B̂1(t)) for two different sample sizes, together with pointwise 95% confidence
intervals. The true value is B1(t) = log(1 + t), which is plotted in red.


