
TMA4267 – Linear Statistical Models
Solutions to Exercise 5 – V2015

10 March 2015

Problem 1: Simple calculations with the multivariate normal distribution

Let X =

 X1

X2

X3

 ∼ Np(µ,Σ) with µ =

 2
−3
1

 and Σ =

 1 1 1
1 3 2
1 2 2


a) X is multivariate normal, and thus each element of X is univariate normal.

Y = 3X1 − 2X2 + X3. Y must be univariate normally distributed since it is a linear
combination of univariate normal variables.

E(Y ) = 3µ1 − 2µ2 + µ3 = 3 · 2− 2 · (−3) + 1 = 13

Cov(Y ) =
[

3 −2 1
]  1 1 1

1 3 2
1 2 2

 3
−2
1

 = 9

b) Let a = (a1, a3)
T , and define Z = X2−a1X1−a3X3. We want to find (a1, a3) so that X2 and

Z are independent. Since the vector (X2, Z)T is constructed from linear combinations of
multivariate normal variables, the vector is multivariate normal. For multivariate normal
data independence is achieved when Cov(X2, Z) = 0.

Cov(X2, Z) = Cov(X2, X2 − a1X1 − a3X3) = Cov(X2, X2)− a1 Cov(X2, X1)− a3 Cov(X2, X3)

Cov(X2, Z) = 3− a1 · 1− a3 · 2
0 = 3− a1 · 1− a3 · 2
a1 = 3− 2a3

Choosing a3 = 0 we get independence for a1 = 3, and with a3 = 1 we get independence
with a1 = 1, and so on.

c) Find the conditional distribution of X1 given that X2 = x2 and X3 = x3.

We need to partition X, the mean vector and covariance matrix of X as follows.

X =

[
XA

XB

]
and µ =

[
µA
µB

]
Σ =

[
ΣAA ΣAB

ΣBA ΣBB

]

1



where the A-part contains X1 and the B-part contains X2 and X3. The formula for the
conditional mean µ∗ and covariance Σ∗ of the A-part given the B-part at (x2, x3)

T is

µ∗ = µA + ΣABΣ−1
BB(xB − µB)

Σ∗ = ΣAA −ΣABΣ−1
BBΣBA

We thus need

Σ−1
BB =

[
3 2
2 2

]−1

=

[
1 −1
−1 1.5

]
ΣABΣ−1

BB =
[

0 0.5
]

Σ∗ = ΣAA −ΣABΣ−1
BBΣBA = 0.5

Then,

µ∗ = 2 + (0, 0.5)T (xB − µB) = 2 + 0 · (x2 + 3) + 0.5(x3 − 1) = 2 + 0.5(x3 − 1) = 0.5x3 + 1.5

Σ∗ = 0.5

Problem 2: Conditional expectation with the multivariate normal

Xn×1 ∼ N(0,Σ) (1)
Y n×1 = X + e (2)

en×1 ∼ N(0, σ2I) (3)

where I is an n× n identity matrix and Cov(X, e) = 0.

a) Let

Z =

[
X
Y

]
(4)

and find its distribution.

First: Since both X and e are multivariate normal and independent we may contruct a
2n× 1 vector of the two, with the properties:[

X
e

]
∼ N2n(0,

[
Σ 0
0 σ2I

]

Then the new vector (X,Y )T can be constructed as linear combinations of the (X, e)T

vector, and is thus multivariate normal with the following characteristics.

Z = C

[
X
e

]
=

[
I 0
I I

] [
X
e

]
=

[
X
Y

]
E(Z) = C0 = 0

Cov(Z) = C Cov

(
X
e

)
CT =

[
Σ Σ
Σ Σ + σ2I

]
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Then to [X | Y ]. The conditional distribution of multivariate normal vector is also
multivariate normal, with mean and covariance matrix given by.

µ∗ = µX + ΣXY Σ−1
Y Y (y − µY )

Σ∗ = ΣXX −ΣXY Σ−1
Y Y ΣXY

Where the submatrices are found to be[
ΣXX ΣXY

ΣY X ΣY Y

]
=

[
Σ Σ
Σ Σ + σ2I

]
# TMA4267 E4 P2

library(MASS)

n <- 100
d <- 100

Sigma <- exp(-as.matrix(dist(1:n)/d)^2)
Sigma
image(Sigma)

sigma <- 0.3

set.seed(123) # just to get reproducable results, may remove.

x <- mvrnorm(1,rep(0,n),Sigma) #one realization of x vector in n dim
y <- x+rnorm(n,0,sigma) # one y in n dim
z <- c(x,y)

plot(x,type="l")
#plot(x,type="p") # if you want to see how smooth
points(y)

condexp <- 0+Sigma%*%solve(Sigma+diag(rep(sigma^2,n)),y-0)

# alternative writing, the formula directly - inefficiently
ALTcondexp <- 0+Sigma%*%solve(Sigma+diag(rep(sigma^2,n)))%*%matrix(y-0,ncol=1)
sum(ALTcondexp-condexp)
condexp

condvar <- Sigma-Sigma%*%solve(Sigma+diag(rep(sigma^2,n)),Sigma)

# alternative writing, the formula directly - inefficiently
ALTcondvar <- Sigma-Sigma%*%solve(Sigma+diag(rep(sigma^2,n)))%*%Sigma
sum(ALTcondvar-condvar)

lines(condexp,col=2)
lines(condexp-2*sqrt(diag(condvar)),col=2,lty=2)
lines(condexp+2*sqrt(diag(condvar)),col=2,lty=2)
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Problem 3: Rat liver MLR
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 Exercise 5, Problem 3. 

 
a) 

 

 BodyWt LiverWt Dose DoseInLiver 

BodyWt 1.0000000 0.5000101 0.9902126 0.1510855 

LiverWt 0.5000101 1.0000000 0.4900711 0.2033302 

Dose 0.9902126 0.4900711 1.0000000 0.2275436 

DoseInLiver 0.1510855 0.2033302 0.2275436 1.0000000 
 
based on this correlation matrix, we can see that there is strong correlation between BodyWt and Dose. 

 
 
based on above figure it seems that there is not any linear relationship between BodyWt, LiverWt and 
DoseInLiver, but we can not decide just based on this figure and we should do more. 

 

b) Call: 



lm(formula = BodyWt ~ Dose, data = data) 
 
Residuals: 

Min     1Q Median     3Q    Max 
-7.7689 -0.7886 1.0373 1.2290 2.2620 

 
Coefficients: 

Estimate Std. Error t value Pr(>|t|) (Intercept)   
7.460     5.635  1.324   0.203 
Dose        190.309     6.506 29.253 5.56e-16 *** 
--- 
Signif. codes: 0 ‘***’ 0.001 ‘**’ 0.01 ‘*’ 0.05 ‘.’ 0.1 ‘ ’ 1 

 
Residual standard error: 2.368 on 17 degrees of freedom 
Multiple R-squared: 0.9805,    Adjusted R-squared: 0.9794 
F-statistic: 855.7 on 1 and 17 DF, p-value: 5.565e-16 

 

 
 

above picture shows that the distribution of residuals is not normal and we should change the model by 
inserting more independent variables. 
Estimation of β=[ 7.460 , 190.309]. 
Standard Error: [ 5.635 , 6.506]. 
Residual Standard Error: 2.368 on 17 degrees of freedom. R-
squared: 0.9805,    Adjusted R-squared: 0.9794. 



F-statistic: 855.7 on 1 and 17 DF, p-value: 5.565e-16. We 
see that P-value for intercept is not small. 

 
c) 

in this case we insert another independent variable (DoseInLiver), and fit a new model. Call: 
lm(formula = BodyWt ~ Dose + DoseInLiver, data = data) 

 
Residuals: 

Min     1Q Median     3Q    Max 
-4.9616 -0.9763 0.4904 1.2416 2.6391 

 
Coefficients: 

Estimate Std. Error t value Pr(>|t|) (Intercept)   
9.401     4.922  1.910  0.0742 . Dose         193.732     
5.769 33.584 2.89e-16 *** DoseInLiver -14.592     
5.595 -2.608  0.0190 * 
--- 
Signif. codes: 0 ‘***’ 0.001 ‘**’ 0.01 ‘*’ 0.05 ‘.’ 0.1 ‘ ’ 1 

 
Residual standard error: 2.045 on 16 degrees of freedom 
Multiple R-squared: 0.9863,    Adjusted R-squared: 0.9846 
F-statistic: 577.3 on 2 and 16 DF, p-value: 1.218e-15 

 

 



According to this figure and also linear model fitting results, we see that the residuals' distribution is much 
more similar to normal distribution which is a sign of good fitting. Also if we look at  R-squared: 
0.9863,    Adjusted R-squared: 0.9846, we see that by inserting a new variable in to the model both R- 
squared and Adjusted R-squared increased (in comparison to previous model, i.e. model1), increasing the R-
squared value by inserting new variable is natural but we see that by inserting new variable Adjusted R-
squared is also increased, this result says that by inserting the new variable we have a better fitting without 
having any kind of over fit. 

Now, we fit a model by considering all variables: Call: 
lm(formula = BodyWt ~ ., data = data) 

 
Residuals: 

Min     1Q Median     3Q    Max 
-4.9493 -0.9334 0.3838 1.1552 2.8510 

 
Coefficients: 

Estimate Std. Error t value Pr(>|t|) 
(Intercept)  8.7666    5.0175  1.747  0.1010 

 

LiverWt      0.3937    0.4586  0.858  0.4042 
Dose       191.1064    6.5719 29.079 1.32e-14 *** 
DoseInLiver -15.1193    5.6747 -2.664  0.0177 * 
--- 
Signif. codes: 0 ‘***’ 0.001 ‘**’ 0.01 ‘*’ 0.05 ‘.’ 0.1 ‘ ’ 1 

 
Residual standard error: 2.062 on 15 degrees of freedom 
Multiple R-squared: 0.987,     Adjusted R-squared: 0.9844 
F-statistic: 378.8 on 3 and 15 DF, p-value: 2.343e-14 

 



 
 
According to this figure and also linear model fitting results, we see that the residuals' distribution is more 
and less similar to normal distribution which it may be a sign of good fitting. Also if we look at 
R-squared: 0.987, Adjusted R-squared: 0.9844 , we see that by inserting a new variable in to the model R-
squared increased (in comparison to previous model, i.e. model2), but Adjusted R-squared decreased which 
shows that we have over fitting by inserting new variable. Increasing the R-squared value by inserting new 
variable is natural but we see that by inserting a new variable, the Adjusted R-squared decreased! It is 
because in Adjusted R-squared we consider a penalty in order to avoid over fitting. 
Also the P-values for intercept and LiverWt are high which says that we can not reject null hypothesis about 
these valuse and we should do some pruning process on this model. 



 

Finally by model4=lm(BodyWt~Dose-1, data=data) we regress Dose variable on BodyWt without 
considering intercept. 

 
Call: 
lm(formula = BodyWt ~ Dose - 1, data = data) 

 
Residuals: 

Min     1Q Median     3Q    Max 
-8.8817 -0.1613 0.9506 1.0177 2.0065 

 
Coefficients: 

Estimate Std. Error t value Pr(>|t|) 
Dose 198.8817    0.6403  310.6  <2e-16 *** 
--- 
Signif. codes: 0 ‘***’ 0.001 ‘**’ 0.01 ‘*’ 0.05 ‘.’ 0.1 ‘ ’ 1 

 
Residual standard error: 2.417 on 18 degrees of freedom 
Multiple R-squared: 0.9998,    Adjusted R-squared: 0.9998 
F-statistic: 9.649e+04 on 1 and 18 DF, p-value: < 2.2e-16 

 
 

The residual plot doesn't show good fitting result. 
It is notice able that in this case R-squared and Adjusted R-squared criteria collapse and we can not decide 
based on these values! 

 

 

 

 



Problem 4: Concrete

a) Write down the estimated regression equation:

ŷ = −574.2 + 0.02670x1 + 1.3612x2 + 124.08x3 + 23.33x4

The estimated regression coefficient for x3 is 124.08. If we look at two construction jobs, A
and B, that have the same values for x1, x2 and x4, but the value for x3 is 1 unit (percent
point) higher for job 1 than for job 2. Then the regression model estimates that job 1 will
need 124.08 m3 more concrete than job 2.

Is the effect of x3, waste, significant in this model? The null hypothesis to be tested is
H0 : β3 = 0 versus the alternative H1 : β3 6= 0. To to that a regression t-test is used. The
t-statistics is 2.51 with 23 degrees of freedom. The critical value in the t-distribution for
a two-sided test with significance level 0.05 is t0.025,23 = 2.069. We thus reject the null
hypothesis and we conclude that the effect of waste is signficant in this model.

R2: coefficient of multiple determination is defined as

1− SSE/SST = SSR/SST

We have R2 = 6586535/7162388 = 0.9196, which can be given in percentage as 91.96%.
This can be interpreted as the proportion (percentage) of variability in the data that is
explained by the Model A regression model.

Do you think model A is a good model for the data?

• Linearity: looking at the scatter plots we see a linear trend in all of the covariates vs.
y. There are three observations with high value for y that deviates from the linear
trend for x3 and x4. In the plot of the studentized residuals vs. fitted value we see
no clear trend, and thus may assume that linearity in the parameters of the model
may be an adequate assumption.

• Covariates included in the model: The covariates x2, x3, x4 are significant in the
model. The x1 covariate gives a p-value above 0.05 when testing each of the covariates.
This might be due to x1 being correlated with one or several of the other covariates.
Pairwise scatterplots of the covariates would help us assess this.

• Normality of errors: looking at the normal plot for the studentized residuals the
assumption of normality seems plausible.

• Explanatory powers: the model explains 91.96% of the variability of the data, which
is a high number.

Conclusion: the model seem to be good.

b) Model B only includes two covariates, while Model A has four. The estimated regression
coefficients for the variables that are present in both models, x2 and x3, are different for
Model A and Model B. The p-values for the coefficients in Model B are smaller than those
for Model A. Model A explained 91.96% of the variablity in the data, while Model B
explains 89.1%.

Formally: let SSR(modelA) be the regression sums of squares for model A and SSR(modelB)
be the regression sums of squares for model B. Further, SSE(modelA) is the error sums
of squares for the full model A. The difference in number of parameters between model A
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and B is m = 2 and n−k−1 = 28−4−1 = 23 is the degrees of freedom for SSE(modelA).
Under the null hypothesis the test statistic F follows a Fisher distribution with m = 2 and
n− k − 1 = 23 degrees of freedom.

F =
SSR(modelA)−SSR(modelB)

m
SSE(modelA)

n−k−1

=
6586535−6381667

2

25037
= 4.09

The critical value in the Fisher distribution is 3.42 at level 0.05 and the null hypothesis is
rejected. This means that model A is preferred.

Based on the F-test I would prefer model A. Looking at the R2-adjusted also gives the
same conclusion (comparing 90.56% for Model A with 88.2% for Model B).

c) The best prediction for the quantity of concrete to be used in a new construction job with
x2 = 300 and x3 = 4.4 is the fitted value with these covariates,

ŷ = −815.6 + 1.7575 · 300 + 219.65 · 4.4 = 678.1

Let x0 = (1, 300, 4.4) be the new 3×1 covariate vector for our prediction.

From our textbook we find a (1− α) · 100 % prediction interval for new observation Y0 to
be

[xT
0B ± tn−k−1(

α

2
)

√
(1 + xT

0 (XTX)−1x0)s2]

where B = (−815.6, 1.7575, 219.65) is our vector of estimated regression coefficients and
(XTX)−1 is the 3 ×3 matrix given in the printout from Model B, and s2 = 31229 (MSE,
or S2) from Model B. The value for the the vector-matrix-vector-product xT

0 (XTX)−1x0

was given in the text. For those intereste - the value was calculated from

xT
0 (XTX)−1x0 =

[
1 300 4.4

]  0.970948 −0.0000188 −0.212061
−0.000019 0.0000007 −0.000046
−0.212061 −0.0000458 0.051464

 1
300
4.4

 = 0.0357

Further we need t28−2−1,0.025 = t25,0.025 = 2.060.

678.1± 2.060 ·
√

(1 + 0.0357) · 31229 = 678.1± 2.060 · 179.8 = [307.7, 1048.5]

Thus, the 95% prediction interval is given as [307.7,1048.5], and can be interpreted as an
interval were a new value for the concrete quantity lies with probability 95%.

Problem 5: ANOVA and MLR

# TMA4267, Exercise 5, Problem 3

#a
income <- c(300, 350, 370, 360, 400, 370, 420, 390,

400,430,420, 410, 300, 320, 310, 305,
350, 370, 340, 355,370, 380, 360, 365)

gender <- c(rep("Male", 12),rep("Female",12))
place <- rep(c(rep("A",4),rep("B",4),rep("C",4)),2)
data <- data.frame(income,gender=factor(gender,levels=c("Female","Male")),

place=factor(place,levels=c("A","B","C")))
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data

pairs(data)
plot(income~place,data=data)
plot(income~gender,data=data)
interaction.plot(data$gender, data$place, data$income)
plot.design(income~place+gender, data = data)

#b)
X = cbind(rep(1,length(data$income)),data$place=="A",

data$place=="B",data$place=="C")
X
XtX <- t(X)%*%X
qr(XtX)$rank

#c)
model = lm(income~place-1,data=data,x=TRUE)
model$x # design matrix
summary(model)
anova(model)

# this is a parameterization without intercept,
#and with three estimated effects for place.

#d)
options(contrasts=c("contr.treatment","contr.poly"))
model1 = lm(income~place,data=data,x=TRUE)
model1$x
summary(model1)
# treatment contracts lets the factor at the lowest level, here A,
#be coded at 0, so that the value of the intercept
#will be the estimate for the level A. compare with model above
model$coeff
model1$coeff

options(contrasts=c("contr.sum","contr.poly"))
model2 = lm(income ~ place,data=data,x=TRUE)
model2$x
summary(model2)
# sum to zero contrast puts C as -A-B so that A+B+C=0.
model2$coeff

# e)
options(contrasts=c("contr.treatment","contr.poly"))
model3 = lm(income~place+gender,data=data,x=TRUE)
model3$x
anova(model3)
summary(model3)
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options(contrasts=c("contr.sum","contr.poly"))
model4 = lm(income~place+gender,data=data,x=TRUE)
model4$x
ansummary(model4)
anova(model4)

model5 = lm(income~place*gender,data=data,x=TRUE)
model5$x

anova(model5)
# interaction not significant
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