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Abstract: Dynamic programming methods are capable of solving reinforcement learning 
problems, in which an agent must improve its behavior through trial-and-error 
interactions with a dynamic environment.  However, these computational algorithms 
suffer from the curse of dimensionality (Bellman, 1957) that the number of computational 
operations increases exponentially with the cardinality of the state space.  In practice, this 
usually results in a very long training time and applications in continuous domain are far 
from trivial.  In order to ease this problem, we propose the use of vector quantization to 
adaptively partition the state space based on the recent estimate of the action-value 
function.  In particular, this state-space partitioning operation is performed incrementally 
to reflect the experience accumulated by the agent as it explores the underlying 
environment. Copyright © 2002 IFAC 
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1. INTRODUCTION 
 
Reinforcement learning is a framework of describing 
the learning problem in which an agent learns 
behavior through trial-and-error interactions with a 
dynamic environment. Unlike supervised learning, in 
which the desired action is provided by an external 
teacher for every perceived state, the agent only 
receives a numerical reward or punishment signal 
after taking an action. This scalar reward is an 
indication of the desirability of the current state and 
derived according to a reward function, which 
encapsulates the goal of the agent. Various 
applications of this approach in machine learning 
have been widely reported in the literature (Berns et 
al., 1992; Tesauro and Gammon, 1994; Gullapalli, 
1994; Kaelbling et al., 1996). 
 
Consider a discrete time-, action- and state-space 
reinforcement learning problem. The state of the 
environment at time t is denoted by st ∈ S, where S is 
the set of possible states. The agent selects an action 
at ∈ A(st), where A(st) is the set of admissible actions 

in state st, according to a policy πt(s, a), which is the 
probability of choosing action a in state s at time t.  
At the next time step, after taking the action, it 
receives a numerical reward rt+1 ∈ ℜ, where ℜ is the 
set of real numbers.  Generally, it is required to make 
a series of decisions on action selection, hence 
receiving a time series of reward signals. On a 
discounted basis, the total expected reward at time t, 
Rt, is formulated as: 
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where T is the time to terminal state and γ (0 ≤ γ ≤ 1) 
is a discount factor. 
 
Solving a reinforcement learning task involves 
computational algorithms of searching for the 
optimal policy π* that maximizes the total expected 
reward. This is achieved by estimating the state-value 
function, Vπ(s) ∀s∈S, which denotes the total 
expected return when starting in s and following 
policy π thereafter. A more useful function, as far as 
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a control problem is concerned, is the action-value 
function Qπ(s, a) ∀s∈S and ∀a∈A(s), which is the 
total expected return starting from s, taking action a, 
and thereafter following policy π. In fact, the 
estimation of action-value (or state-value) function 
plays a critical role in all of the reinforcement 
learning problems. It is because once the optimal 
action-value function is known; the corresponding 
optimal policy can be worked out relatively easily.  
The optimal action-value function, Q*(s, a), for an 
optimal policy π* is defined according to the Bellman 
optimality equation (Bellman, 1957) which simply 
states that the value of a state-action pair under an 
optimal policy π* equals the sum of the immediate 
reward and the discounted optimal action-value of 
the next state, i.e. 
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where a′ is the action taken in next state. 
 
Dynamic programming is a well-developed and 
proven technique of solving for the optimal action-
value function and its corresponding optimal policy 
if the underlying environment can be accurately 
modeled by a Markov chain. In most practical 
applications, either the state transition probability 
matrix is not completely known or the environment 
is simply non-Markovian. In such cases, the methods 
of temporal difference (Kaelbling et al., 1996; 
Sutton, 1988; Sutton and Barto, 1998; Dayan, 1992; 
Dayan and Sejnowski, 1994) and Q-learning 
(Kaelbling et al., 1996; Sutton, 1988; Watkins, 1989; 
Watkins and Dayan, 1992) prove to be capable of 
obtaining the optimal policy through direct ineraction 
with the environment. However, these computational 
algorithms suffer from the curse of dimensionality 
(Bellman, 1957) that the number of computational 
operations is an exponential function of the 
cardinality of the state space.  In a discrete state- and 
action-space control problem, there are mc possible 
control policies for c allowable states with m 
admissible actions in each state. As a result, the 
required memory and computational workload are 
prohibitively large for many real time and/or high 
dimensional state-space control tasks. The curse of 
dimensionality also results in long training time, 
especially in the initial exploration stage when there 
is no a prior knowledge about the environment nor 
external teacher available to guide the behavior of 
the learning agent. This is because the agent cannot 
learn and improve its performance until it attains the 
designated goal state and receives significant 
rewards. In the absence of any information about the 
control task, it can only perform a random search for 
the goal state in the early trials. Hence, for a large 
state-space control problem, the probability of 
attaining the desired state is very small. 
 
A number of proposed methods to ease the curse of 
dimensionality are discussed next, followed by an 
exposition of the proposed adaptive vector 
quantization. Then, a simulated maze navigation task 
is used to illustrate the use of such method. Finally, 

the experimental results and discussion are presented. 
 
 

2. RELATED WORKS 
 
Various strategies have been developed to reduce 
both the long training and processing time due to 
large state space. A memory-based technique, called 
prioritized sweeping, which guides the exploration of 
state space is discussed by Moore and Atkeson 
(1993). Another approach to alleviate the curse of 
dimensionality is by adopting variable resolution for 
every state variable.  Simons et al. (1982) 
demonstrate the use of a self-learning controller 
enhanced with variable resolution for a high 
precision peg-in-hole assembly task. Another 
variable resolution algorithms, such as the Parti-
game algorithm (Moore and Atkeson, 1995), are 
developed explicitly in the context of reinforcement 
learning (Reynolds, 2000). Roughly speaking, these 
methods gradually refine the resolution in the regions 
that are critical to a successful control policy. A more 
generalized approach to the variable resolution 
technique is state space partitioning. The notion is to 
discretize the state space into a set of homogeneous 
regions such that every state within a particular 
region shares some similar characteristics (Munos 
and Moore, 1999; Arleo et al., 1999; Lau and Lee, 
2001), thereby reducing the effective size of the state 
space.  In this paper, we will discuss and demonstrate 
the use of vector quantization to adaptively partition 
the state space in a maze navigation task formulated 
as a reinforcement learning problem. 
 
 
3. ADAPTIVE VECTOR QUANTIZATION (AVQ) 
 
3.1 Vector Quantization 
 
Vector quantization is a generalization of scalar 
quantization to that of a vector. It is a widely 
employed encoding technique in signal compression 
for storage and telecommunication (Gray, 1984). A 
nearest neighbor (or Voronoi) vector quantizer, Q, is 
a mapping from a vector, x, in n-dimensional 
Euclidean space, ℜn, onto a finite set of codebook 
vectors, C = (y1, y2, y3, … yp) and yi ∈ ℜn for i = 1, 
2, … p, i.e. Q : ℜn → C. In essence, this operation is 
to partition ℜn into p non-overlapping regions or 
Voronoi cells Ri for i = 1, 2, … p, i.e. 
 

Ri = {x ∈ ℜn : Q(x) = yi}  
and 

Ui Ri = ℜn and Ri ∩ Rj = 0 for i ≠ j 
 

The mapping, Q(x), is defined by the nearest 
neighbor rule, 
 

Ri = {x : ||x – yi||2 ≤ ||x – yj||2} ∀ j ≠ i 
 
The major advantage of nearest neighbor vector 
quantizer is that the partition is completely 
determined by the set of codebook vectors C and the 
mapping Q may be implemented with a few 



     

computational operations. The aim of transforming 
the input state vector, x, into one of the codebook 
vectors, yi, is to reduce the effective size of the state 
space. As a result, the memory requirement is greatly 
reduced without too much increase in computational 
workload. 
 
Designing a nearest neighbor vector quantizer 
amounts to defining the set of codebook vectors. If 
the optimal state-value (or action-value) function is 
known in advance, each region defined by the 
corresponding codebook vector should include all the 
states with approximately the same state-value. 
However, rather than providing a closed form 
solution, reinforcement learning is a computational 
algorithm that iteratively improves its estimate of the 
state-value function. Therefore, the codebook vectors 
have to be defined and adjusted adaptively as the 
learning agent explores the world and gains more 
information. Two fundamental codebook vector 
manipulations are considered in this paper, namely, 
defining and merging of codebook vectors. 
 
 
3.2 AVQ – Defining Codebook Vectors 
 
At the beginning, the vector quantizer consists of just 
one codebook vector, which is equal to the initial 
state of the environment.  In other words, the agent 
views the entire state space as a homogeneous region 
when no a prior knowledge is provided.  
Subsequently, the appending of new codebook 
vectors to the quantizer is performed based on two 
criteria: 
 
1. There is a dramatic change in the state (or 

action) value or reward signal. 
2. The Euclidean distance between the newly 

appended and its nearest neighbor codebook 
vector must be greater than some threshold 
value, which corresponds to the minimum 
resolution. 

 
The first criterion enables the agent to capture any 
significant change in the state value.  It explicitly 
represents the region by defining a codebook vector 
that is equal to the state at which this change in state 
value occurs.  The second criterion maintains a 
predefined minimum resolution for practical 
implementation reasons. 
 
 
3.3 AVQ – Merging Codebook Vectors 
 
As the agent continues to explore its environment, 
the number of codebook vectors would increase.  It 
is, therefore, essential to merge any similar codebook 
vectors in order to keep the size of the codebook to a 
minimum without severely degrading its capability 
of searching for the optimal control policy.  Since the 
aim of state space partitioning is to facilitate the 
search for an optimal control policy, it is logical to 
suggest that the optimal control action and next state 
of every constituent generic state contributing to a 
particular aggregate region or Voronoi cell (Ri) 

should be similar.  However, it is very unlikely that 
the optimal (or even the near optimal) action-value 
function and the associated optimal policy be 
available in a few iterations because the proposed 
adaptive vector quantization and reinforcement 
learning algorithms adopt an iterative approach.  As a 
matter of fact, it converges to the optimal solution in 
an infinite number of iterations. State or vector 
aggregation based upon the optimal action alone is 
impractical and unsatisfactory. 
 
Reinforcement learning algorithms maintain an 
estimate of the action-value profile, Q(s, a) ∀a ∈ 
A(s), for every encountered state. Essentially, this 
profile shows the merit of every admissible action 
relative to each other of the same state. We argue that 
this action-value profile provides a better similarity 
measure among various states. Hence, states with 
similar action-value profiles should be combined to 
form an aggregate state.  The criteria of merging a 
pair of codebook vectors are as follow: 
 
1. two codebook vectors are merged into one if 

they are the nearest neighbor to each other with 
respect to a particular distance measure; and 

2. the mean square difference between the action-
value profiles is less than a certain threshold, ρ. 

 
 

4. MAZE NAVIGATION PROBLEM 
 
The operation of AVQ algorithm is illustrated 
through a simple maze navigation task. In particular, 
temporal difference learning with eligibility trace, or 
TD(λ) (Sutton and Barto, 1998; Sutton, 1988), 
enhanced by our AVQ algorithm is used as the 
learning strategy to guide a mobile robot from a start 
position to a pre-defined goal position in a simple 
maze. The admissible action of the mobile robot is 
one unit movement in one of the four compass 
directions, i.e. North, East, South and West. The state 
of the mobile robot is simply the x- and y-coordinates 
of its current position. The AVQ codebook vector 
appending sub-routine and the merging criteria are 
shown in Fig. 1 and 2 respectively. 
 
This maze navigation task is executed with the 
Nomad 200 mobile robot control system (Fig. 3).  
The Sensus 300 ultra-sound ranging system, which 
has 16 sonar sensors providing 360° coverage, 
enables the mobile robot to detect any obstacles 
around it. The total number of possible states is 
approximately 100.  The mobile robot makes a series 
of trials to navigate its way to the goal position. A 
trial is terminated either the goal position is reached 
or the total number of time step exceeds the 
maximum allowable time for each trial, which is set 
to 100 in this simulation. The action selection policy 
adopts an undirected exploration strategy (Thrun, 
1992) called ε-greedy policy in which the mobile 
robot selects, with a probability of 1-ε, the action 
with the highest estimated value until recently and 
with a probability of ε of choosing uniformly among 
all the admissible actions. This navigation task is 
formulated as an undiscounted episodic 



     

reinforcement learning task. The eligibility trace, λ, 
is 0.7. The agent only receives a reward of 10 if it 
arrives at the goal position. For every movement it 
takes at each time step, a reward of –1 is received. 
When it hits the obstacle barriers or the edges of the 
maze, a reward of –10 is given to punish it.  The aim 
of the agent is to learn its environment, the maze, 
such that a feasible path from the start position to the 
goal position can be found. 
 
 

5. RESULTS AND DISCUSSION 
 
Fig. 4 shows the state space partition and the optimal 
action of each Voronoi cell after 1000 trials. A 
sampled path from a start to the goal position is also 
shown. By inspection, this partition and the 
associated optimal actions can direct the mobile 
robot to the goal position from almost everywhere 
within the maze. However, the shortest path to 
destination is not always guaranteed, such as starting 
in cell 4. This is mainly due to the drawback of 
undirected exploration strategy as discussed in 
(Thrun, 1992) and coarse resolution on state space. 
Nevertheless, this is an inevitable cost of coarsely 
partitioning the state space. To find the shortest path, 
one must allow maximum resolution on the position 
coordinates, which results in more than 100 states. 
On the other hand, the AVQ algorithm only produces 
22 aggregate states. (Each Voronoi cell in Fig. 4 
represents an aggregate state.) In fact, the total 
number of the codebook vectors depends on the 
structure of the maze. Given a particular area of the 
maze, the more barriers there are, the more codebook 
vectors are required to partition the state space in 
order to correctly reflect the complexity of the maze.  
This is reflected by the increase in number and 
smaller Voronoi cells around the goal position and 
obstacles where distinctive optimal actions are 
needed. On the other hand, cells of larger area are 
observed in the regions of free space where a large 
number of states share the same optimal action. 
 
 

6. CONCLUSION 
 
The curse of dimensionality is in fact a general 
problem encountered in many control tasks.  Many 
optimal control problems may be viewed as the 
search for a global maximum or minimum in multi-
dimensional spaces. In the case of reinforcement 
learning problem, the search is for an optimal action-
value function that results in a corresponding optimal 
control policy. The proposed adaptive vector 
quantization algorithm tries to partition the multi-
dimensional state-space into homogeneous regions.  
This algorithm seamlessly integrates with the 
temporal-difference learning procedures by utilizing 
the already available action-value profile to partition 
the state space. This results in a reduction in the 
effective size of state space and, hence, training time. 
 
The strength of this algorithm lies in automatic 
variable resolution by adaptively adjusting the 
resolution in various parts of the entire state space.  

Since the computational workload and hardware 
requirements (e.g. precision of robot manipulator) are 
closely related to the resolution of state and action 
variables, our suggested algorithm facilitates a more 
efficient and sensible utilization of the available 
resources. This algorithm may also be applied to the 
action space with little re-configuration. It is 
suggested that additional codebook vectors 
manipulations, such as splitting, pruning and 
adaptation, and a directed exploration strategy 
(Thrun, 1992) would further reduce the training time. 
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Fig. 1. Adaptive codebook vector appending sub-routine 

AVQ Codebook Vector Appending Sub-Routine 
1. Define the first codebook vector, y1, as equal to the initial state vector, x0, i.e. y1 = x0. 
2. Select and repeat an action a for the current region Ri according to the action selection policy 
  until 

it enters into another aggregate state 
2.1   loop to step 2 

or 
   it hits the boundary or any obstacles 
    if || yi – x || ≤ minimum resolution 
2.2     Q(Ri, a) = χ where χ is a negative real constant 

else 
2.3     append the current generic state vector to the codebook 

end 
  end 
 end 

Fig. 2. AVQ codebook vector merging criteria

AVQ Codebook Vector Merging Criteria 
Two codebook vectors, yi and yj ∈ Rn, are merged into a new codebook vector, yk ∈ ℜn, if both of the
following conditions are satisfied. 
 
 
 
1. || yi – yj ||2 < || yi – yh ||2 ,  ∀ h ≠ i, j 
 
 
2. 
 
 
 
for some real number ρ and m is the number of admissible actions for each state.  The newly created
codebook vector yk and its corresponding action-value profile are given by 
 
yk = (yi + yj) / 2; and 
Q(k, a) = (Q(i, a) + Q(j, a)) / 2  for a = 1, 2, … m 
 
respectively. 
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Fig. 3. Nomad 200 control  interface 
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Fig. 4. State-space partition on a maze as developed by adaptive vector quantization 
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