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Abstract— We consider the problem of temporal fair schedul-
ing of queued data transmission in wireless networks. Taking
fairness constraints and the memory property of channels
into consideration, we formulate the transmission scheduling
problem as a discounted reward Markov decision process
(MDP) with temporal fairness constraints. We derive and
prove an explicit dynamic programming equation for the
above constrained MDP, and give an optimal scheduling policy
based on that equation. Furthermore, we develop an efficient
approximation method—temporal fair rollout—to reduce the
computational cost. The simulation results show that the
scheme achieves significant performance improvement for both
throughput maximization and delay minimization problems
compared with other existing schemes.

I. INTRODUCTION

Next generation wireless networks (4G) which support

high-speed packet data while providing QoS guarantees

require flexible and efficient resource management schemes.

From an information-theoretic viewpoint, Knopp and Hum-

blet showed that the system capacity is maximized by

exploiting inherent multiuser diversity in the wireless chan-

nel [1]. The basic idea is to schedule a single user with the

best instantaneous channel condition to transmit at any one

time. Technology based on this idea has already been imple-

mented in the current 3G systems: High Data Rate (HDR) [2]

and high-speed downlink packet access (HSDPA) [3].

Opportunistic scheduling takes advantage of the time-

varying wireless channel and thus improves system per-

formance. In this context, it is important to consider the

tradeoff between wireless resource efficiency and level of

satisfaction among different users. In [4], Liu et al. described

a framework for opportunistic scheduling while providing

various long-term QoS/fairness guarantees.

Practical radio channels are commonly modeled as multi-

path Rayleigh fading channels, which are correlated random

processes. Much of the prior work on scheduling, includ-

ing [4], is based on the relatively simple memoryless channel

models. Finite-State Markov Channel (FSMC) models have

been found to be accurate in modeling such channels with

memory [5]. When channel memory is taken into consider-

ation, the existing work on memoryless channels does not

apply directly. Also, much of the previous work focused

on “elastic” traffic, and assumed that the system has infinite

backlogged data queues, which is not always an appropriate
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assumption. This assumption makes it impossible to consider

the data arrival queues and further evaluate the system delay

performance.

The widely studied Markov decision processes (MDPs)

and the associated dynamic programming methodology pro-

vide us with a general framework for posing and ana-

lyzing problems of sequential decision making under un-

certainty [6], [7]. Constrained Markov decision processes

(CMDP) have been studied via linear programming and

Lagrangian methods [8]. However, the present dynamic pro-

gramming methodology does not directly treat expectation

fairness constraints, which represent the users’ QoS guaran-

tees.

In this paper, we formulate the fair scheduling prob-

lem for the Markov channel as a discounted reward MDP

with explicit constraints, and we propose an optimal MDP-

based fair scheduling scheme. Here we deal with both the

throughput maximization problem and the delay minimization

problem. We focus on the temporal fairness constraint,

which is closely related to generalized processor sharing

(GPS) in wireline networks [9]. We derive and prove an

explicit dynamic programming equation for MDPs with

temporal fairness constraints. Furthermore, we develop an

approximation method—temporal fair rollout—to reduce the

computational cost.

Our proposed scheme can easily be extended to fit dif-

ferent objective functions and many other fairness measures.

Although we only focus on uplink scheduling, the scheme

is equally applicable to the downlink case.

The rest of the paper is organized as follows. In Sec-

tion II, we describe our system model and channel model.

In Section III, we formulate the scheduling problem as a

constrained MDP. In Section IV, we derive our dynamic

programming equation and the optimal scheduling policy for

the problem. We also propose an efficient approximation

method here. In Section V, we present and analyze the

simulation results. Finally, concluding remarks are given in

Section VI.

II. SYSTEM MODEL AND CHANNEL MODEL

A. System Model

Figure 1 depicts an uplink data queueing model for a

single-cell Time Division Multiplexing (TDM) system. We

assume that there is a base station receiving data from K

mobile users. A scheduler, located at the base station, decides

at the start of each scheduling interval which (single) user

to serve. We call a decision rule for scheduling which user

to transmit at each interval a scheduling policy.
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Fig. 1. Uplink queueing model of a single-cell TDM system.

The wireless channel for each user differs depending on

the location, the surrounding environment, and the mobility.

In practice, each user reports its channel state to the base

station in a periodic fashion. Hence we assume that the base

station knows the channel state perfectly. Each user has its

own packet queue for transmission with unlimited queue

capacity. We assume that packets arrive in each queue ran-

domly (according to some distribution) and independently.

The length of a scheduling interval (time slot) is fixed, and

the channel does not vary significantly during a time slot.

We also assume that all users have the same fixed packet

size.

Let t = 0,1, . . . be the index of time slots, and k = 1, . . . ,K
the index of users. For user k at time slot t, we use Xk(t),
Sk(t), and Ak(t) to denote the queue length, the channel-state

information, and the exogenous packet arrivals respectively

(all in terms of number of packets). The channel-state

information here is measured by the maximum number of

packets each user can transmit to the base station at each

time slot.

Let πt be the user scheduled at time slot t given a

scheduling policy π . Using this notation, the queue length

evolution is given by, for all k ∈ 1, . . . ,K,

Xk(t +1) = Xk(t)+Ak(t)−min(Xk(t),Sk(t))1{πt=k}, (1)

where 1{·} is the indicator function.

B. Channel Model

The digital cellular radio transmission environment usu-

ally consists of a large number of scatterers that result in

multiple propagation paths. Associated with each path is a

propagation delay and an attenuation factor depending on

the obstacles in the path that reflect electromagnetic waves.

Multipath fading results in a correlated random process, i.e.,

a random process with memory. This kind of channel is

known as the multipath Rayleigh fading channel.

Finite-State Markov Channel (FSMC) models have been

found to be accurate in modeling such channels with mem-

TABLE I

CHANNEL STATE TRANSITION PROBABILITIES [10]

P
P

P
P

P
p

p′
p−2 p−1 p p+1 p+2

0 - - 0.677567 0.319746 0.002687

1 - 0.109712 0.676353 0.212175 0.001760

2 0.000739 0.137678 0.671957 0.188237 0.001389

3 0.000885 0.149863 0.670962 0.176897 0.001393

4 0.001099 0.157779 0.671564 0.168380 0

5 0.001102 0.164497 0.670785 0.162652 0.000964

6 0.001252 0.169662 0.670743 0.158343 -

7 0.000248 0.041396 0.958356 - -

ory [5]. The base station uses the pilot channels to estimate

the SNRs at the receiver. The SNR is used as a measure of

channel condition here. We use an 8-state Markov channel

model described in [10] to capture the channel conditions.

We partition the range of possible SNR values into eight

equal intervals where each interval corresponds to a state

in the Markov chain. We denote the set of states by P =
{0,1,2,3,4,5,6,7}, where state 0 corresponds to an SNR

range of 0 db to 5 db, state 1 to 5 db to 10 db, and so on. The

time interval between channel measurements for this model

is 1 msec, also called the time granularity of the model.

For convenience, we assume that the length of time slot is

also 1 msec, so that the granularity of the channel model

and the scheduling intervals are consistent. The channel state

transition probabilities are given in the Table I.

III. PROBLEM STATEMENT

A discrete-time, finite-state Markov decision process [11]

is specified by a tuple (S,A,P(·|·, ·),r(·, ·)). The state space

S and the action space A are finite sets. At time slot t, if the

system is in state s ∈ S and action a ∈ A is chosen, then the

following happens:

1) a reward r(s,a) is earned immediately;

2) the process moves to state s′ ∈ S with transition proba-

bility P(s′|s,a), where P(s′|s,a)≥ 0 and ∑s′ P(s′|s,a) =
1 for all s′, s, and a.

The goal is to determine a policy, a decision rule for action

selection at each time, to optimize a given performance

criterion. This optimization involves balancing between im-

mediate reward and future rewards: a high reward now may

lead the process into a bad situation later.

In our paper the objective function of interest is the infinite

horizon total expected discounted reward [7]. The rationale

for the discounted reward criterion is that future rewards are

discounted to account for the fact that future rewards are less

important than those at the present time. Also the discounted

criterion is the most analytically tractable approach.

We formulate our scheduling problem as a Markov deci-

sion process as follows:

• State: The state space S is the set of all vectors s ∈R
2K

of the form

s = (x1,x2, . . . ,xK ,s1,s2, . . . ,sK)

where xk and sk are the queue length and the channel-

state information of user k during a generic time slot.
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The state of the system at time slot t is

Xt = (X1(t),X2(t), . . . ,XK(t),S1(t),S2(t), . . . ,SK(t)).

• Action: The action at each time is to choose one of K

users for transmission; thus an action here corresponds

to a user. The action space A is thus

A = {1,2, . . . ,K}.

• Transition probability function: Since a state consists

of all queue lengths and channel-state information,

the transition probability function is determined by

the queue length evolution and the dynamics of the

channels.

• Reward: We consider the following two problems:

the throughput maximization problem and the delay

minimization problem.

The throughput maximization problem involves maxi-

mizing the expected discounted sum of throughput with

the expected discounted temporal fairness constraint

(described below in (5)). Throughput is defined as the

number of packets transmitted between a user and the

base station in a time slot. The corresponding reward

function is given by

r(Xt ,πt) =
K

∑
k=1

1{πt=k} min(Xk(t),Sk(t)) . (2)

The delay minimization problem is to minimize the

expected discounted sum of the queue lengths with the

expected discounted temporal fairness constraint. The

corresponding reward function is given by

r(Xt ,πt) = −
K

∑
k=1

Xk(t). (3)

(The negative sign accounts for minimization.)

A stationary policy is a mapping π : S → A from the

state space S to the action space A. Let Π be the set of all

stationary policies. Our goal is find a policy π that maximizes

the expected discounted reward objective while satisfying the

expected discounted temporal fairness constraints.

For any policy π , we define the expected discounted

reward objective function as

Jπ(s) = Eπ

[

∞

∑
t=0

α tr(Xt ,πt)

∣

∣

∣

∣

X0 = s

]

, s ∈ S,

where Eπ represents expectation given that a policy π is

employed, α is the discount factor with 0 < α < 1, and X0

is the initial state.

A natural fairness criterion is to give each user a certain

long-term fraction of time, because time is the basic resource

shared among users. The fair scheduling problem can be

stated as

max
π∈Π

Jπ(s), s ∈ S, (4)

subject to

lim
T→∞

1

1/(1−α)
Eπ

[

T

∑
t=0

α t1{πt=a}

∣

∣

∣

∣

X0 = s

]

≥C(a), ∀a ∈ A,

(5)

where C(a) denotes the minimum discounted time-fraction

in which action (user) a should be chosen, with 0≤C(a)≤ 1

and ∑a∈A C(a)≤ 1. Eqn. (5) is called the expected discounted

temporal fairness constraint.

IV. OPTIMAL SCHEDULING POLICY AND TEMPORAL

FAIR ROLLOUT

A. Optimal Scheduling Policy

Theoretically, the above constrained optimization problem

can be solved directly by linear programming or Lagrangian

methods [8]. Practically, those methods are computationally

formidable even for systems with moderate state spaces.

Moreover, they cannot be used if the state-transition distribu-

tion is not available explicitly. Dynamic programming can be

used to solve such problems online iteratively. In this section

we will derive and prove an explicit dynamic programming

equation for the above constrained MDP. Then we present

an optimal solution to the problem (4) subject to (5).

Given a function u : A → R, for any policy π , we define

Vπ(s) = Eπ

[

∞

∑
t=0

α t [r(Xt ,πt)+u(πt)]

∣

∣

∣

∣

X0 = s

]

, s ∈ S, (6)

and let

Vα(s) = sup
π∈Π

Vπ(s), s ∈ S. (7)

Theorem 1 Given a function u : A → R, Vα satisfies the

optimality equation

Vα(s) = max
a∈A

{

r(s,a)+u(a)+α ∑
s′∈S

P(s′|s,a)Vα(s′)

}

, s ∈ S.

(8)

Proof: Due to the page limitation, we omit the proof

here; see [12] for details.

The following two theorems characterize the optimal pol-

icy for our temporal fair constrained MDP and the corre-

sponding optimal discounted reward.

Theorem 2 Let u : A → R satisfy u(a)≥ 0 for all a ∈ A. Let

π∗ be a stationary policy that when the process is in state

s, selects an action maximizing the right side of (8):

π∗(s) = argmax
a∈A

{

r(s,a)+u(a)+α ∑
s′∈S

P(s′|s,a)Vα(s′)

}

.

(9)

Then

Vπ∗(s) = Vα(s), ∀s ∈ S.

Proof: See [12].

Theorem 3 Suppose there exists a function u : A → R such

that:
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1) u(a) ≥ 0 for all a ∈ A;

2) limT→∞
1

1/(1−α)Eπ∗
[

∑T
t=1 α t1{π∗

t =a}

∣

∣X0 = s
]

≥ C(a),
∀a ∈ A;

3) If limT→∞
1

1/(1−α)Eπ∗
[

∑T
t=1 α t1{π∗

t =a}

∣

∣X0 = s
]

> C(a),

then u(a) = 0.

Then π∗ defined in (9) is an optimal policy for the problem

defined in (4) subject to (5). The corresponding optimal

discounted reward is

Jπ∗(s) = Vπ∗(s)−
1

1−α ∑
a∈A

u(a)C(a), ∀s ∈ S. (10)

Proof: See [12].

In Theorems 2 and 3, we derive an optimal scheduling

policy for the temporal fair constrained MDP and prove its

optimality. The optimal scheduling policy π∗ is given by (9),

and the corresponding optimal discounted reward is given by

(10).

We can think of the parameter u(a) in Theorem 3 as an

“offset” or “threshold” for each user (action) to satisfy the

fairness constraint, analogous to the result of [4]. Under this

constraint, the scheduling policy schedules the “relatively

best” user to transmit. It is straightforward to see that by

setting u(a) = 0 for all a ∈ A, the optimal policy reduces to

an optimal policy for a standard (unconstrained) MDP [6].

However, that could be unfair to certain users. If u(a) > 0,

then user a is an “unfortunate” user, i.e., the channel con-

dition it experiences is relatively poor. Hence, it has to take

advantage of other users (e.g., users with u(a) = 0) to satisfy

its fairness requirement. But to maximize the overall system

performance, we can only give the “unfortunate” users their

minimum resource requirements, hence condition 3 for u(a).

B. Temporal Fair Rollout

The optimal policy may be obtained in principle by

maximization in the right-hand side of (8), but this requires

the calculation of the optimal value function Vα , which

for many problems is probibitively time-consuming. This

has motivated approximations that involve more tractable

computation, but yield suboptimal policies [13].

The rollout algorithm yields a one-step lookahead policy,

with the optimal value function approximated by the value

function of some known base policy (typically heuristic and

suboptimal) [14]. The rollout algorithm achieves no worse

(and usually much better) objective function than the base

policy, which is called its improvement property.

We will extend the idea of rollout to our temporal fair

constrained MDP to propose an efficient approximation

method—temporal fair rollout.

Suppose that there exists a function u : A → R satisfying

the conditions in Theorem 3. Applying Theorems 2 and 3,

we can rewrite the optimal policy as:

π∗(s) = argmax
a∈A

{

r(s,a)+u(a)+αE
[

Jπ∗(s′)|s,a
]}

,∀s ∈ S,

where E[·|s,a] is the conditional expectation given the state

s and action a.

Instead of calculating the optimal value function directly,

we approximate it with the value function of a base policy

which also satisfies the discounted temporal fairness require-

ments. Let πb be a base policy and Jπb the value function

of the policy. Then the temporal fair rollout policy is

π tfr(s) = argmax
a∈A

{

r(s,a)+u(a)+αE
[

Jπb(s′)
∣

∣s,a
]}

,∀s ∈ S.

(11)

The expected value of the base policy is obtained by Monte

Carlo simulation. The selection of the base policy is problem

specific. In our experiments, we choose the temporal fair

opportunistic scheduling policy of [4] as the base policy. We

will show by simulation that the temporal fair rollout policy

in fact performs better than the base policy.

C. Implementation Considerations

1) Arrival traffic characteristics: We assume that the

packet arrivals at each queue are independent Poisson pro-

cesses. For simplicity, we assume that we know the maxi-

mum arrival rate for each user. We denote the arrival rate

and the maximum arrival rate for user k by λk and λ max
k

respectively. We define the normalized-arrival-rate for user k

as λk/λ max
k .

2) Stochastic approximation for parameter estimation:

The temporal fair rollout policy (11) described in Section

IV-B involves some control parameters u(a) to be estimated

online. In [4], Liu et al. give a practical stochastic approxi-

mation technique to estimate such parameters.

The basic idea is to find the root of a unknown continuous

function f (x). We approach the root x∗ by adapting the

weighted observation error. Suppose that we only have a

noisy observation gn of f (xn), i.e., gn = f (xn) + en where

E[en] = 0. The iterative stochastic approximation algorithm

is

xn+1 = xn −β ngn,

where the step size β n is appropriately chosen; for example,

β n = 1/n. Using standard methods, it can be shown that

xn+1 converges to x∗ with probability 1 under appropriate

conditions on β n and f [15]. Simulations show that with

the stochastic approximation algorithm, xn+1 converges to

x∗ relatively quickly.

V. NUMERICAL RESULTS

In this section, we present numerical results to illustrate

the performance of the proposed temporal fair rollout algo-

rithm.

We consider the uplink of a single-cell system with 10

mobile users and 1 base station in our simulation. The preset

temporal fairness requirements for users 1–10 are 1/11,

1/11, 1/13, 1/13, 1/13, 1/13, 1/11, 1/11, 1/13, 1/13. Note

that the summation of these temporal fairness requirements

is less than 1. This gives the system the freedom to assign

the remaining fraction of the resource to some “better” users

to further improve the system performance.

For the purpose of comparison, we evaluate six scheduling

policies:

1) Round-robin: A non-opportunistic scheduling policy

that schedules users in a predetermined order. At time

slot t, the user (t mod K +1) is chosen.
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Fig. 2. Time fraction allocation for throughput maximization problem.

2) Greedy: This policy always selects the user with max-

imum possible throughput to transmit at any time. At

time slot t, we choose user according to the following

index policy:

argmax
a∈A

{min(Xa(t),Sa(t))}.

3) Rollout: At time slot t, the user chosen is

argmax
a∈A

{

r(Xt ,a)+αE
[

Jπb(Xt+1)
∣

∣Xt ,a
]}

,

where the base policy πb is the above greedy policy.

4) Opportunistic scheduling-1: In [4], Liu et al. proposed

an opportunistic scheduling scheme with temporal fair-

ness constraints for memoryless channels. The policy

is

argmax
a∈A

{Sa(t)+ v1(a)},

where v1(a) is estimated online via stochastic approx-

imation.

5) Opportunistic scheduling-2: This policy is a variation

of the above opportunistic scheduling-1 policy with the

consideration of the queue lengths. The policy is

argmax
a∈A

{min(Xa(t),Sa(t))+ v2(a)} ,

where v2(a) is also estimated online via stochastic

approximation.

6) Temporal fair rollout: We select the above opportunis-

tic scheduling-2 policy as our base policy πb. It not

only satisfies the discounted temporal fairness con-

straints, but also takes the queue lengths into account.

At time slot t, the user chosen is

argmax
a∈A

{

r(Xt ,a)+u(a)+αE
[

Jπb(Xt+1)
∣

∣Xt ,a
]}

.

The primary motivation of this paper is to improve wire-

less resource efficiency by exploiting time-varying channel

conditions while also satisfying certain QoS constraints

among users. However, it turns out that policies (1)–(3) above

violate the temporal fairness constraints (see Figures 2 and
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Fig. 3. Average system throughput vs. normalized arrival rate.

4), which means they are infeasible for our problem. The

reason we include them in our comparison is that either they

are very simple and widely used, or they can serve as a

performance benchmark/bound.

In our evaluation, our focus is not on the effect of the

discount factor (which was introduced primarily for analyt-

ical tractability). Therefore, in our simulation, we treat α
as a number very close to 1, and replace all normalized

discounted sums by finite-horizon averages. For example,

in the throughput maximization problem, we calculate the

throughput as a time average (without discounting). Simi-

larly, in the delay minimization problem, the delay is the

calculated as the time average of the queue length. The

constraints are also calculated as time averages.

Figures 2 and 3 show the performance of our simulations

for the throughput maximization problem where we use (2)

as the reward function. Figure 2 indicates the time-fraction

allocations of the scheduling policies for the problem. The

rightmost bar shows the minimum time fraction requirement.

We see that only the opportunistic scheduling-1, opportunis-

tic scheduling-2, and our temporal fair rollout policies satisfy

the temporal fairness requirements for all users. Therefore,

these three policies are feasible solutions for our constrained

problem.

Figure 3 evaluates the scheduling policies by examining

the impact of the arrival traffic on the average system

throughput (packets/time slot). We take the normalized-

arrival-rate for each user to be the same for every simulation,

varying from 0.1 to 1.0. We also plot the 95% confidence in-

tervals for each step. From Figure 3, we see that our temporal

fair rollout policy outperforms (higher means better) all the

other policies except the rollout policy with the greedy base

policy. This is not surprising since the latter policy achieves

the best overall performance at the cost of unfairness among

the users (and is thus not a feasible solution to the problem).

Figures 4 and 5 show the performance of our simulations

for the delay minimization problem where we use (3) as the
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Fig. 4. Time fraction allocation for delay minimization problem.

reward function. Similar to Figure 2, Figure 4 indicates the

time-fraction allocations of the scheduling policies for the

problem.

Figure 5 evaluates the scheduling policies by examining

the impact of the arrival traffic on the average system queue

length (packets/time slot). It is evident that the average

system queue length increases significantly with increasing

arrival traffic. Similar to Figure 3, we also see that our

temporal fair rollout policy outperforms (lower means better)

all the other policies except the rollout policy with the greedy

base policy (which, again, is not a feasible solution).

In summary, the simulation results show that our temporal

fair rollout policy performs significantly better than other

policies, including the two opportunistic scheduling policies

that also satisfy the temporal fairness requirements, espe-

cially for the delay minimization case.

VI. CONCLUSION

In this paper, we formulate the temporal fair scheduling

problem as an MDP with explicit constraints. We derive

and prove a dynamic programming equation for MDPs with

temporal fairness constraints. Based on that equation, we give

a method to approximate the optimal scheduling policy for

the problem. Our proposed policy can easily be extended

to fit different objective functions and many other fairness

measures. We use our method to develop an algorithm called

temporal fair rollout. Simulations show that the method

achieves significant performance gains over the other existing

opportunistic scheduling schemes.
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